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Abstract—Service providers face multiple challenges in host- resource management strategies without losing perforenanc
ing an increasing number of virtual machine (VM) instances. and/or functionality.
Minimizing the utilization of system resources while maximizing Virtualization has undergone a significant evolution span-

the potential for profit are among the most common challenges. . imately half t | fi ithin wirt
Recent studies have investigated memory reclamation techniquesnlng approximately halt a century. innovations within uk

focused on virtual technologies, specifically page sharing, for alization technologies were initially focused on overcogi
minimizing the utilization of system resources. In this paper, the limitations of third-generation computing architeeti[4].

we address the problem of sharing-aware VM maximization in a Within this context, virtualization solved the problem abp
general sharing model which has as objective finding a subset of tecting non-privileged references to end users when multi-
VMs that can be hosted by a server with a given memory capacity o . .
such that the total profit derived from hosting the subset of VIVs ple end user; attempted to access non-prlv.lleged msmx:n.
is maximized. The sharing-aware VM maximization allocation through a privileged mode on the base machine [4]. Invopatio
problem has been shown to be NP-hard. Therefore, we design of a software layer to access the non-privileged instrastio
a greedy approximation algorithm for solving it. We determine  known at the time as thgrivileged software nucleysuffered
the approximation ratio of our greedy algorithm and perform 4 single access to the non-privileged references lgithe

extensive experiments to investigate its performance againstiogr . - f .
VM allocation algorithms. potential for multiple users. Hence, virtualization wasrbout

Index Terms—virtual machine, resource allocation, greedy Of these limitations and fulfilled the opportunity to repite

algorithms. the privileged and non-privileged instruction sets from liase
machine, known as thieost for multiple end users through a
l. INTRODUCTION transformed software layer referred to akypervisor

Virtualization, the process of abstracting a software laye Minimizing resource consumption has been a key driver
which decouples the physical hardware from the operatiing the overall advancement of virtualization technologies
system to deliver greater resource utilization and flexibiMemory reclamation techniques such as ballooning, hyper-
ity [1], serves as a means to increase productivity, lowgirsor swapping, memory compression, and page sharing all
power consumption, reduce hardware installation, and-ovettempt to efficiently utilize virtual machine (VM) memory][
all, minimize the need for increasing the resource capac®age sharing creates new challenges in the development of
to meet the demand [2]. The application of virtualizatioalgorithms which allocate VMs onto server resources. The
technologies is ubiquitous in data centers around the wogpdoblem of allocating VMs onto a single server to maximize
which must consider operational costs and guarantee fest profit, where the profit is the sum of the profits derived
delivery of a variety of profitable services. Specificallget from hosting each individual VM, is equivalent to the knagsa
service providers must ensure the efficiency of their viireal problem in which each VM is an object and the number of
services in a competitive environment where fast entry taemory pages required to host each VM is the object’s weight.
market, technology advancement, and service pricingréiffe Therefore, each VM can be treated as a distinct object having
tials can separate sustaining providers from antiquatexs.onweight and a profit given by the profit derived from hosting it.
Proprietary virtualization platforms, such as VMWare's)XES As a result of this equivalence, knapsack heuristic algor#t
Suite, Microsoft's Hyper-V, and IBM's PowerVM, differ in can be applied to solve the above VM allocation problem
their methods of operations (e.g., full-, para- and haréwawhen page sharing is not considered. When the sharing of
assisted-virtualization), overhead, and available numiife pages among the VMs is considered, the problem of VM
guest OS hosting capacities, among other features. Opprafit maximization is no longer equivalent to the knapsack
source alternatives, such as Xen, KVM, and Linux-VServasroblem. Existing knapsack algorithms will produce lesanth
offer comparable features and operations to the propyietdhe maximum profit due to not allocating additional VMs on
platforms, while being supported by a large online communitthe extraneous server resources which become available whe
Moreover, open-source virtualization systems such as 8en VM pages are shared; resulting in loss of profit. Therefore,
have improved the user experience by implementing safew algorithms for VM maximization that take into account



the sharing of pages among VMs must be developed. ESX Server [15] enable transparent page sharing in addition
o to other memory reclamation techniques [5]. Wazidhl. [16]
A. Our Contribution proposedviemory Buddiesa sharing-aware VM memory allo-
We address the problem of sharing-aware VM maximizatiaration system which uses the VMWare ESX Server to identify
in a general sharing model which has as objective findingpage sharing opportunities. This is achieved by employing
subset of VMs that can be hosted by a server with a givérashing algorithms that capture the potential for sharieg b
memory capacity such that the total profit derived from magsti tween multiple VMs. The open source Xen hypervisor [3],
the subset of VMs is maximized. This problem has been showas incorporated page sharing in Versions 4.0 and above for
to be NP-hard [6]. Therefore, we design a greedy approkardware Virtual Machines (HVM) [17]. Guptat al. [18]
imation algorithm based on a new efficiency metric whicteveloped theDifference Enginesystem which incorporates
considers both profit-seeking and page sharing opporésnitsub-page sharing, i.e., sharing pages that are nearlyigdent
in the VM allocation process. We determine the approxinmatiand uses compression techniques for pages that are natrsimil
ratio of our greedy algorithm that solves the sharing-awatkereby further reducing the overall memory footprint. Our
VM maximization problem in the general sharing model, work focuses on developing sharing-aware VM allocation
model that does not assume any hierarchical or other stagttualgorithms that maximize the profit obtained from hosting th
form of sharing. We perform extensive experiments to evaelua/Ms and take into account page sharing.
the performance of our greedy algorithm against other V

allocation algorithms. ¢ Organization

The rest of the paper is organized as follows. In Section II,
B. Related Work we describe the sharing-aware VM maximization problem. In

The sharing-aware VM maximization problem has beepection Ill, we present the design of our proposed efficiency
introduced by Sindelaet al. [6]. Their main contributions lie metric and our greedy algorithm for the sharing-aware VM
in the development of hierarchical sharing models for VM cdnaximization problem. In Section 1V, we characterize the
location for both the VM maximization and packing problemgdroperties of the proposed greedy algorithm. In Section V,
They were the first to propose and investigate algorithni¢e evaluate our greedy algorithm against other VM allocatio
for solving the sharing-aware VM maximization problemalgorithms by extensive experiments. In Section VI, we sum-
Their research is the closest to our research. Our resealf@®fize our results and present possible directions forrdutu
on the sharing-aware VM maximization problem focuses dgsearch.
the gengral sharlng' mod'el which dilffers from the shared Il. SHARING-AWARE VM M AXIMIZATION
hierarchical models investigated by Sindedral. [6]. , . ) .

The sharing-aware VM maximization problem has been N this section, we introduce thBAVMM (SharingAware
shown to be NP-hard [6]. Thus, solving it optimally is nc)ywtu'al Machme MaX|m|zat|0n) problem as it applies to a
feasible and we have to resort to approximation algorithmzErvice provider resource environment.
more specifically greedy algorithms. Greedy algorithmsehay W& @ssume that a service provider maintains a segyer
been extensively investigated for different classicabiems 2nd @ librarylT of all memory pages required for each service
such as the knapsack [7], subset-sum, partition [8], as agell it offers. Thus, the .prowder can identify and manage all
facility location [9]. Greedy algorithms for VM provisiong 'Memory pages required by a VM. ‘We denote by the -
and allocation in clouds have been investigated by Zaman dfid"emory page under the provider's management. Libfary
Grosu [10], who designed combinatorial auction-based medf cOmprised ofV distinct pages, i.ell = Uiz {mi}- _
anisms. Nejact al. [11] designed a family of truthful greedy Each VM instance requires a set of memory pages which
heuristic mechanisms for dynamic VM provisioning. OtheYirtualizes a service offered by the provider. We denotdhy
research on greedy heuristics for VM provisioning focusdf€ VM instancej, by Aj, the set of indices of pages required
on minimizing bandwidth-constraint VM placement in dat®Y V5, @nd by, thei-th memory page required by VNI;.
centers [12] and on minimizing power consumption [13]. AlYVe denote byV, the set of "offline” VM instances that are
these works focused on designing algorithms for provisigni pc_JSS|bIe_cand|dates for _allocatlon and hosting on sefver
VMs on multiple physical machines within a cloud computin§?iVen this setup, we define tt&AVMM problem as follows:
system, and for allocation of VMs to users. Our work focuses SAVMM problem: Given a set of\/ "offline” VMs
on developing algorithms that maximize the profit derived V with each VMV yielding a profit ofp;, determine
from hosting VMs on a single physical machine that can @ subse®” C V of VMs that can be allocated on
be employed in making decisions at the physical machine the server, considering the memory capacitgf the
level and work in conjunction with higher level resource  server and the sharing of pages within librady
management algorithms such as the ones discussed above. such that the total profit? = > ., .,u p;, ob-

Much of the work on page sharing focused on developing tained by the provider is maximized.
page sharing systems. Bugniehal. [14] proposed the trans- The SAVMM problem may appear similar to the standard
parent page sharing technique for minimizing redundancly aknapsack problem [7], but it is not the same, because thesitem
memory overhead. Commercial systems such as VMWar¢#Ms) in the SAVMM problem are shared, while the items in
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Table |: Notation. VMs are.allocz_ited ont@?, we haveS; < &7, that is S
monotonically increases with, for k& > 0.

Expression| Description . b . .
o Set of pages under provider’s management. Since £ needed to be well defined for all possible cases,
N Number of memory pages under provider's management. we add 1 to the denominator. The reason for this is that, if
v Set of offline VMs. VM V; shares all its pages with another VM already allocated
M Number of offline VMs. nto Q. (i K. — Sk vk d if d t id
% Subset of VMs maximizing provider’s profiy? c V. 0 O , (e, K; = Jo ), and if we 0 not consider
V; Virtual machine;j adding 1 to the denominator (ﬂ]’? = —=2—, then the
L The -th memory page under provider's management. - . . J"Sj
ﬂg The i-th memory page requested by VM. efficiency metric would _produce an mdetgrmlnate v_alug. We
p; Profit generated from allocating VNY;. also reduce the magnitude of the sharing potential in the
Ag Set of indices of pages requested by VK. efficiency metric against the profit by applying a square toot
Q Provider's server resource. he d . fit h he | ff h i
C Memory capacity of server resouree the denominator. F_’ro it has the largest effect when caloglat
k Iteration number. the efficiency metric and therefore we want to capture as much
5;2 Efficiency metric of VMV at iterationk. effect as possible, while still allowing for the influence of
S; Number of pages VMW/; shares withf2 at iterationk. page sharing. Similar metrics to our efficiency metric have

been experimented with in studies focusing on the knapsack
problem [7] and have led to good approximation ratios.
the standard knapsack problem are not. Sefvean host all ~ The G-SAVMM algorithm for solving theSAVMM problem
the VMs in V), if all the VMs in the set share the same pagd§ Ppresented in Algorithm 1G-SAVMM consists of two
and the total number of allocated pages does not exceed ph@ses: (i) a pre-processing phase ifer 0 (Lines 2 through

capacityC of the server. The notation we use throughout th&8); and, (i) a greedy allocation phase, for> 0 (Lines 29
paper is summarized in Table I. through 49). The input of5-SAVMM is an "offline" set of

VMs V. G-SAVMM determines the sét” of VMs allocated
Ill. GREEDY APPROXIMATION ALGORITHM (G-SAVMM)  ontg the server, which is an approximate solution to the

In this section, we present the design of our greedy alg8AVMM problem.
rithm for solving theSAVMM problem. The main idea used In the pre-processing phasé-SAVMM scans every VM
in the design of our greedy algorithm is to order the canéiday; to identify its required pages, denotedb& activePage()
VMs according to a metric which characterizes their potnti(Line 8) is a function that returns 1, if page is requested,
for profit and page-sharing and then allocate them one Byd 0, otherwise. For every active pagé the algorithm
one according to the greedy order. The greedy metric ajtrements the variablé’;, the number of pages required by
the greedy order is updated after allocating each VM. Thigy V;, and alsa4;, the number of page; occurrences among
represents an iteration in the greedy allocation process afll VMs in V (Lines 6 through 10). After calculating, it
will be denoted byk. determines the page froti that has the maximum number
We first introduce the proposed metric we use in our greedy requests, identified by index(Line 11). If a VM requests
algorithm to establish the greedy order among the candid@t@geﬁg, that VM will be placed in the subseét? (Lines 12
VMs. At every iterationk, we order the candidate VM$;; €  through 14). Then the algorithm calculaté$, the number
Y, according to an efficiency metri€¥, defined as follows: of shared pages among the VMs W, by identifying the
. pi active pages wherel; > 1, implying more than one VM is
& = —— (1) requesting page(Lines 15 through 18). The efficiency metric
VEi—Sf+1 (Eq. 1) is then calculated for all VMs in subsgt? (Lines

where j is the index corresponding to VW, K is the 19 and 20). Once the VM with the largest efficiency value,

number of pages required by VM (i.e., K; = |A;]), andSJ’? denoted by7, is identified (Line 2_1), the server capac(ﬁyis
is the number of shared pages between VMand the VMs éduced by the number of pagas in V5 (Line 22). Following
that are already allocated to the server. ' thg server capacity rgductlon, the _sub‘fié{ is mod!fled by
The efficiency metricg® represents the relative value ofeliminating all VMs with the exception of VM/; (Line 23)
allocating VM V; onto Q by considering the profip; and and then VMV; is removed from) (Line %4). Following the
the potential for sharing pages characterizedSl;’iy wherek  allocation of VMV, every requested pagé is identified, and
corresponds to the current greedy iteration. Prior to atiag ; is activated on the server resource through a functiondalle
the first VM onto Q) (i.e., at iterationk = 0), the efficiency activate() (Lines 25 through 27). Thectivate() function
metric for the "offline" sety of VMs is calculated using?? implements the actions that need to be performed in order
determined relative to the number of shared pages within tdl make a page active on the server. The implementation of
the VMs in ¥ and not relative to the VMs that are allocatedhis function is platform specific and is out of the scope @ th
on the server. Once a VM has been selected and allocastddy. The pre-processing phase is completed with an update
(i.e., for all iterationsk > 0) then EJ’? is calculated usinQ?J’?, of the iteration numbek to 1 (Line 28).
the number of shared pages between Iy and the VMs The greedy allocation phase &-SAVMM, (i.e., iteration
that are already allocated onto the server.kAsicreases and & > 0), is similar to the pre-processing phage=£ 0). At the



Algorithm 1 G-SAVMM: Greedy Algorithm forSAVMM

50:

: Input: Set of offline VM instances¥)
. {Phase |: Pre-processing

VH ¢

A=0

i3 k<0

fori=1,...,N do

for j=1,...,|V| do
if (activePage(r})) then

A, =A;+1
Kj=K;+1

D= argmaxi{Ai}
cfor j=1,.

,|V| do
if (actlvePage(nJ)) then
VH = VH [V}

: for all j € VH do

fori=1,...,N do
if (A; > 1) & (actlvePage(wJ)) then
59=59+1

: for all j € VE do
0 )

i /K —59+1

:]—argmax {80}
:C_C—K~
:VvaHm{v}
1V =V\{V;}
cfori=1,.

,N do

if (actlvePage(wZ)) then
activate(r;)

k1
: {Phase II: Greedy allocatign
: while (C > 0) & (|V| > 0) do

flag — 1
fori=1,...,N do
for j=1,...,|V| do
if (actlvePage(wJ)) & (activePage(r;)) then
Sk = SZ +1
for ]k— 1,.
i /K, sk+1
j= argmaxy{gk}
it C— (K5 —Sﬁ) < 0 then
flag — 0
V=V\{V;}
if (flag) then
Vi =iy {v;}

V= V\{V}
C=C-— (K——Sk)
for:=1,. Ndo

if (activePage(ﬂ-j)) then
activate(r;)

k=k+1
Q— Ve
. exit

37) for everyk > 0. A test is then performed to recalculate
the server capacity reduced by number of pages, less the
shared pagesS¥, in common with the active pages on the
server resourcel.

If, by allocating VM V; onto Q, the capacity is exceeded,
V; is removed from the "offline" seV with no opportunity
for inclusion in V¥ (Lines 39 through 41). Else, VM/; is
allocated, the server capacity is reduced, and botnd V¥
are updated accordingly (Lines 42 through 45). Next, pages
within the library IT are updated to active, if they have not
been already, relative to VW; (Lines 46 through 48) and
the iteratork is updated (Line 49). Lastly, upon exiting the
while loop, servef is allocated the subs&t”’ of VMs which
represents the solution to tI8AVMM problem (Line 50).

In the following, we present an example to show h@w
SAVMM works. We consider a server with memory capacity
C = 10 pages. There are twelve distinct pages in the libfary
and four VM candidates for allocation onto the server. Feglr
along with Table Il show the details of each iteratibnof
G-SAVMM. The first column in both Figure 1 and Table II
corresponds to the pre-processing phase, where a scarsoccur
for identical, requested pages within the set of VMs In
Figure 1, pager/, (i = 1,...,12 andj = 1,...,4), is
identified by a block labeled by 1, if it is requested, and
by 0, otherwise. The aggregate value of blocks per VM
corresponds to the total number of requested pdggsThe
highlighted blocks in Figure 1, correspond to identical gmg
found between the set of VMs, wherk > 1. The maximum
value in A corresponds to the page that is shared the most
among all the pages ivV. The efficiency metric value is
calculated for those VMs sharing this most shared page (i.e.
the page with the greatest;). Based on the values given in
Table I, the highest efficiency metric, 4.772, is assodiatéh
V4, andV; is selected for allocation to subsgt?.

The next iteration of5-SAVMM, corresponding to the first
iteration of the greedy phasé: (= 1), is illustrated in the
second column of both Figure 1 and Table Il. In this iteration
a scan occurs for identical, requested pages between VMs and
the active pages within libraryI. Once the initial VM has
been selected for allocation based on the efficiency metric,
the provider activates all pages within requested by the
selected VM. The active pages are identified by blocks with
diagonal line filling underneath each page from II. The
active pages correspond to all pages frim The highlighted
blocks for VMs in iterationk = 1, correspond to those pages
that are identical to the active pageslih Even thoughV;

beginning of the greedy phase, a test is performed to ensdaes not share any active pages with the active pagés in
that server capacit¢’ is never exceeded and that there is &t £ = 1, the efficiency metric is calculated aild may be
least one VM inV (Line 30). The differences between theconsidered a candidate for allocation since at séme 1,

two phases consists on how sharing is checked. In the fitlsere may be active pages that are identical to pagés in
phase, the pages in each VM from 3&t are checked againstlater allocations. The largest efficiency value is 3.250icivh

the pages of all other VMs i (Lines 15 through 18), corresponds td%, and the new server capacity is 6. VI
while in the second phase the pages of each VM frdm consists of six pages, where three of them are shared with the
are checked against the active pages on server reséurcactive pages ifdl and therefore do not have to be accounted
(Lines 32 through 35). Every time a new VM; is inserted for against the capacityG-SAVMM proceeds untilk = 3,

into VH, a new efficiency value is calculated (Lines 36 andihere the remaining capacity is 1. The total profit obtained



Dj K; S]Q SJQ Dj K; S; 5]1 Dj K; SJZ 5]2 Dj K; 853 533
i - - — - 6.00 3 0 3.000 6.00 3 1 3.464 6.00 3 1 3.464
V2 650 5 3  3.753 650 5 2 3.250 - - - - - - - -
V3 7.00 5 2 3500 700 5 1 3131 700 5 2 3.500 — - - —
Vi 675 3 2 4772 - - — - - - — - - - — -
Table 1I: G-SAVMM Execution Example: Efficiency Metric Calculation.
k=0 k=1 k=2 k=3
Vi [o]Jo[L]oJoJoJoJoJoJo1]1] Vi [oJo[i]oJoJoJoJoJoJof1]1] Vi [ofJo[1]JoJoJoJoJoJoJo[1]1] Vi [ofo[1]JoJoJoJoJoJoJo]1]1]
Vo [OJL[LJ0J0JOJI[1]1]0]0[0] Vo [O[L[1J0]OJOJI]1[L]0]0]0]
Vs [oJofJoJofL[L[Lfo[LI1]ofo] V5 [oJoJoJol1[1]1]of1]1[o]o] V5 [0J0JOJO[L][1]1]0O[1]1]0]0]

Vi [L]o]JoJoJoJoL]L]0o]o]0]0]
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I [[[] O T KRN
Vi [1]ofoToTofoT1iT1foToTofo] Va [i]oJoTolofoJififoJolofo] Va [1]0]0 o[11]of0T0
pi Vo [0l1]1]ololol1]i]]oToTo] Vo [of1[1]oJojol1]1[1][0]0]C
Vs [oJoJofol1]1[1]o]1]1]0
A [L[112]ofaT1[3[2[2]1]1 1]
Figure 1:G-SAVMM Execution Example.
by G-SAVMM is 20.25. where P* = Zj:%.,c—vw p;. Let the profit obtained by

G-SAVMM be denoted byP, and the set of VMs which
IV.  G-SAVMM PROPERTIES generateP from VW be denoted bW¥.,, V&%, C VW,
In this section, we determine the approximation ratio ofhere P = Zj:vjeVX,YRD pj. Assume atk = 0, VM V; is
G-SAVMM and characterize its computational complexity. Tallocated onto2; admitting the relationshipff < 559. Then,
develop insight into the propertlgs &-SAVMM, we design by Equation 1, P; < Pj . Since VM V-
and analyze a worst-case VM instance as follows. L&t K;j—S9+1 \/Kj—s_;““ I
denote an instance of thBAVMM problem where VMV, does not share pages with VMs ", 8]9 = 0, resulting

does not share any memory pages with the other VMg'In  in Pj < 2 where

Then, let at least one VM. € VW be comprised of pages VE=SiHL T VR

which are a complement set of pages to WL In addition,

let the remaining VMs in’"Y be comprised of either a subset VG +1

of pages in VMV, or be equivalent to VM/;... In either case, W?i <Pp; @)
the remaining VMs would be allocated orbif V;. were to VTR +

be allocated first since they all share the same memory pages

and would not reduce capacity. establishes the lower bound fpr selected according to our

We investigate this instance on a sergewith capacityc ~ €fficiency metric a& = 0. This implies that for any; greater
such that either VMV; or VM V. can be allocated, but notthan the established lower bound, VM will be allocated
both. If VM V-, is allocated, then all remaining VMs p" \  first ontoQ from V' by G-SAVMM. Considering the server
{V;}, will be allocated as well due to page sharing. Else, vtilization of VM V: and capacityC, no other VM allocations
V; is allocated and utilizes the server resource capacitygmoifan be performed andstops at 0. Sinc& = 3.y ey, | Pi.
to not allow any other VM to be allocated frod"W. Our thereforeP = p;.
last consideration of the problem instarie¥” corresponds to ~ Suppose that through an exhaustive search, the optimal
profit. G-SAVMM is inherently sensitive to profit values whervalue P*, is calculated whereby VM/;. is allocated first
calculating the efficiency metric. In the following theorewe onto Q at k& = 0. Since every remaining VM in)" is
determine the approximation ratio f&SAVMM based on the comprised of a subset of pages in VI¥L., not including VM
worst case instancg" . V-, then the exhaustive search allocates all remaining VMs
onto Q2 from k =1 to at mostk = M — 1. Thus, the optimal
valueP* =37,y eyw  p; implies P* = Zj:VjEvW\{V}}pj.

Proof: Let the profit obtained from an optimal solution In order to determine the approximation ratio for this
be denoted ag”* and the optimal set of VMs which gen-instance ofSAVMM, we show thatP* < Pa, where« is
erate P* from VW be denoted b3, V&pr C VW, the multiplicative factor that will give the approximatioatio

Theorem IV.1. The approximation ratio o6-SAVMM is M.



of G-SAVMM. Therefore, time is O(N(M — 1)). Then, the running time for the entire
Y ) greedy phase i€)(N(M — 1)?). Thus, G-SAVMM has an
P j:VjEVg/PT pj . . . 2 . . .
= 1 9rr — (3) asymptotic running time oO(N1{#) which is linear in the

P Zj:Vje\’X;VRD Pj total number of pages and quadratic in the total number of
2V, evw(v;) P VMs in the set of "offline" VMs.
= : @)
p; V. EXPERIMENTAL RESULTS.

By substitutingp; from Eq. 2, we further determine In this section, we perform extensive experiments inves-

N tigating the performance oG-SAVMM against other VM

p* Zj;VJGVW\{V}} ﬁp; allocation algorithms considering their obtained profitl dne

5 < . 2 (5) utilization of the server's memory.
J

Z \/m A. Experimental Setup

(6) We perform our experiments on a 2.4 GHz Intel CBrér-
JV;EVWA\{V;} VG +1 3630 QM CPU 64-bit system. All simulations are implemented
1 in C++ and are compiled with GCC Version 4.9.0. We compare
= > VE; = Sf+1  (7) G-SAVMM with two other VM allocation algorithms: (i)
\/Kj' + 13':VJGVW\{V;} Highest Profit HP-Oblivious); and, (i) Maximum Shared
Pages NS-Sharing). The first allocation algorithmHP-
Oblivious, is a greedy algorithm which allocates VMs in
decreasing order of their profit and is page sharing oblsiou
The second allocation algorithnMS-Sharing, is a greedy
algorithm which allocates VMs in decreasing order of their
number of shared pages. The page sharing consideration in

Fork >0and¥ VM V; € V'V \ {V:}, S¥ will be at least 1
when VM Vie is allocated first ontd?. Every remaining VM
in YW\ {V:}, will be allocated ontd?, where the remaining
VMs may only consist of a single shared page V\Ii‘glg in the

worst case. Then,

P 1 MS-Sharing mirrors that ofG-SAVMM, but it does not take
R G VE; —1+1 8) ! 9 : '
P~ [k 11, 2 ! ®) into account the profit.
J 3 V;€VWA{V;} . . - .
1 Our environment assumes page sharing within each simula-
- Z VE; (9) tion we evaluate. We consider the degree of sharing among
5 +1j:Vj6VW\{V5} the VMs and categorize th&AVMM instances into four

i i . categories, callegharing stratifications (i) Low-Share(no
Following the allocation of VMV;., we considerM — 1 greater than 20% of the active pages on the server are shared
maximum number of VMs left to allocate in the Opt'm""a/ith VMs); (i) Mid-Share(no greater than 50% of the active
solution. Since VMV exists and is the complement page S"Hages on the server are shared with VMs); (Hilgh-Share
to VM V;, then for V pages,l < K; < N — 1. In addition, (15 greater than 80% of the active pages on the server are
since there exists at least 1 shared page index betweand ¢paraq with VMs); and, (iv)Full-Share (approx. all active

- w _
Aje ¥j: Vi € VEA{V;], then fork; =1 we have pages on the server are shared with VMs). Our experiments

* _ consist of 1000 simulations per sharing stratification. um o
P _(M—-1)V1 onsist °r S ! e
N < —F (10) simulations the degree of sharing in each sharing stratiica

A/ K;+1 are within the following ranges: (i) 15%20% for Low-Share;
M—1 (i) 38%—50% for Mid-Share; (iii) 70%-80% for High-Share;
= V2 (11) and, (iv) 92%-99% for Full-Share.
<M-1<M (12) Each instance ofSAVMM considered in the simulation

consists of 10 VMs. Each VM is assigned a profit value

Therefore,% is bounded bya = M, which results in an randomly, ranging from $1 to $20. The number of pages
approximation ratio ofd/ for the G-SAVMM algorithm. ® is also generated randomly with a maximum of 1000 pages

We now investigate the time complexity 88SAVMM. The possible per VM. Our server capacity is fixed at 60%
running time is dominated by the second phase, the greeaafythe total number of pages for each simulation. Based on
phase. The while-loop (Line 30) may execute a maximum ofir experiments, operating at 60% capacity provides enough
M — 1 iterations since one VM has already been inserte#dsources to accommodate a wide variety of simulations.
into VA and there exists instances whard C V. Within Our criterion for identifying the best performing algonth
the while-loop, the running time is dominated by the seardt based on profit ratios. In our experiments, we execute
and calculation of shared pages between the VM¥ iand the three greedy algorithmdP-Oblivious, MS-Sharing and
the active pages ofi (Lines 32 through 35). The searchG-SAVMM on various instances of thEAVMM problem.
and calculation are executed a maximum Mf — 1 times, The profit of the VMs generated for each of tsAVMM
corresponding to the possible number of VMskat 1, by instances considered in the experiments varies withinahge
the number of active pages to search(nthus the running specified in the previous paragraph. Thus, comparing and



1100 L L L L L L L L

HP-Oblivious EXXX] HP-Oblivious EXXX]
G-SAVMM rsesca) 1000 A G-SAVMM )
MS-Sharing MS-Sharing
1000
Q
g
g 800
(=2}
Q
] 900 2
5 2
5 T
g € 600 o
o 800 8
& g
i 6]
5 o 400 -
a 700 £
©
£
@
600 200 A
q Q
500 o A Rzl Rk KA

Low-Share Mid-Share High-Share Full-
Sharing Stratification Sharing Stratification

Figure 2: Profit Ratios vs. Sharing Stratifications. Figure 3: Capacity Ratios vs. Sharing Stratifications.

then aggregating the actual values of the profit generated by

each of these greedy algorithms over a number of simulatiaresulted in either the profit maximum over or equal to the
provides misleading information on the performance of thgrofits obtained usingiP-Oblivious and MS-Sharing in 816
algorithms. Instead, we compare the profits generated Hy eaf the 1000 simulations. In the Low-Share and Mid-Share
greedy algorithm over the maximum profit generated for eafratifications, our experiments have shown tHRtOblivious
instance and aggregate those ratios for a specific numberoofperformsMS-Sharing. In the High-Share and Full-Share
instances. For example, suppose after simulating an iostain  stratifications, our experiments have shown th&-Sharing

the SAVMM problem,HP-Oblivious generates a profit value outperformsHP-Oblivious. As the sharing potential in the
of 100, MS-Sharing generates a profit value of 200 a@} stratification increased\IS-Sharing generates an increased
SAVMM generates a profit value of 250. Then, the maximugrofit since more VMs may be allocated. In the Full-Share
profit generated for that instance would be 250. The caledlatstratification,G-SAVMM andMS-Sharing generate the same
profit ratios would be .4, o2, for HP-Oblivious, .8, or profit resulting in a profit maximum in 1000 out of 1000

250"
200 * for MS-Sharing and 1, or 222, for G-SAVMM. The simulations. Based on our resulS;SAVMM attains a profit

ﬁgfit ratios indicate each greedy2 glgorithm‘s proximitythe ratio aggregate of: (i) 993.2759 for Low-Share; (i) 994,85
maximum profit attained for that instance. These profit gtidor Mid-Share; (i) 992.9242 for High-Share; and, (iv) 100
will never be larger than 1 for any of the algorithms and arfpr Full-Share. When a simulation contains VMs with full-
instances. By aggregating these ratios over 1000 simuokgtiosharing potentiaks-SAVMM or MS-Sharing returns the same
we identify the best performing algorithm as the one with th@sult. When the simulated instance consists of VMs with
highest profit ratio aggregate. The profit ratio aggregate ftess opportunity to share pages;SAVMM is the preferred
each algorithm over the course of 1000 simulations will nevalgorithm with respect to profit maximization. Therefore; a
be larger than 1000. In addition, these 1000 simulations arerding to our experiment$&-SAVMM should be the chosen
performed for each sharing stratification to determine bt b algorithm for solvingSAVMM.

performing algorithm under the various sharing scenarios.

In Figure 3, we plot the aggregate remaining memory
capacity ratios, after the VMs have been allocated, fohade
algorithms under different sharing stratifications. We enav

We now compare the performance GFSAVMM against shown the efficacy o6-SAVMM for profit maximization now
both HP-Oblivious andMS-Sharing algorithms. In Figure 2, we show that from the point of view of preserving resources,
we plot the aggregate profit ratios of all three algorithms us-SAVMM also performs well. The remaining capacities are
der different sharing stratifications. For sharing stredifions slightly larger for HP-Oblivious in the Low-Share and are
Low-Share, Mid-Share and High-Sha@;SAVMM outper- larger for MS-Sharing in Mid-Share and High-Share. The
forms both HP-Oblivious and MS-Sharing algorithms. In significant differences between these algorithms occuhén t
Low-Share, G-SAVMM resulted in either the profit maximumFull-Share stratificationMS-Sharing dominates the amount
over or equal to the profits obtained usiH#-Oblivious and of unused capacity wits-SAVMM also experiencing a higher
MS-Sharing, in 852 of the 1000 simulations. In Mid-Shareunused capacity; albeit not as significant\dS-Sharing, yet
G-SAVMM resulted in either the profit maximum over or equalell aboveHP-Oblivious. Therefore, choosinG-SAVMM as
to the profits obtained usingP-Oblivious and MS-Sharing the algorithm for solvingSAVMM leads to a considerable
in 875 of the 1000 simulations. In High-Shai®;SAVMM  saving of memory which can be utilized for other purposes.

B. Analysis of Results



VI. CONCLUSION

(16]

We designed a sharing-aware greedy approximation algo-
rithm (G-SAVMM) for solving the sharing-aware VM max-
imization problem. We showed thab-SAVMM is a M-
approximation algorithm, wheré/ is the number of VM
instances that need to be allocated. The experimentaltses[}ls]
show thatG-SAVMM outperforms two other VM allocation
algorithms in terms of generated profit.

In future work, we plan on extendin@-SAVMM to manage
the VM allocation process in online environments. In adxii

we

plan on extendings-SAVMM considering multi-criteria

objectives such as energy and profit.
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