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Abstract—Computing Nash equilibria is a very important access to hundreds of computing cores on a single device,
probler_n in strategic analysis of m_arkets, conflic_tg a_nd resource  Graphics Processing Units (GPUSs) are suitable platforms fo
allocation. Unfortunately, computing these equilibria even for massively parallel execution, low cost processing, and fas

moderately sized games is computationally expensive. To obtain . . . . .
faster execution times it is essential to exploit the available implementation. In this paper, we design a parallel alarit

parallelism offered by the currently available massively parallel ~ for computing Nash equilibria that exploits the power of the
architectures. To address this issue, we design a GPU-based existing GPU systems.

parallel support enumeration algorithm for computing Nash One of the first algorithms for computing Nash equilibria
equilibria in bimatrix games. The algorithm is based on a i, pimatrix games was proposed by Lemke and Howson [3].

new parallelization method which achieves high degrees of . - - . L . -
parallelism suitable for massively parallel GPU architectures. This algorithm finds a single Nash equilibrium. Since this

We perform extensive experiments to characterize the per- Method finds only one Nash equilibrium in a game, even if
formance of the proposed algorithm. The algorithm achieves there are multiple equilibria available, the obvious letiibn

significant speedups relative to the OpenMP-based parallel s in not identifying all possible equilibria. On the other
implementation of the support enumeration method running  hang the algorithm is expected to complete in a reasonable
on conventional multicore machines. . . . S
time. The complexity of computing Nash equilibria has been

investigated by Daskalakis [4] who showed that Nash is
PPAD-complete, where PPAD stands for Polynomial Parity

Game theory studies the interaction between strategigrguments on Directed Graphs.
decision-makers [1]. Over the past fifty years, simulating Results such as those of Datta [5] promote analytic
systems by “gamifying” its agents interactions allowed re-development. For instance, it has been shown that any set
searchers to better understand agent’s behavior in strategof Nash equilibria is equivalent to a semi-algebraic set
situations. Arguably, the most famous equilibrium conceptfor representing the probability of agents selecting astio
from game theory is the Nash equilibrium [2], the solution Through these results, existing computer algebra tools may
of a game from which no player can improve her payoffbe used to simulate game interactions and solve for equilib-
by deviating. This equilibrium can be used as a predictiorvium. In particular, Datta’s investigation of using com@ut
of the outcome of the game. The Nash equilibrium conceptlgebra [5] in games surveys two methods;sbner bases
has been used in diverse fields such as economics, biologysing geometric information to solve a system of polynomial
politics, and computer science to understand agent behaviequations and polynomial homotopy continuation, which
in competing situations. transforms a system representative set of equations into an

Real world strategic interactions usually require the mod-approximate system set of equations where the solutions to
eling of large number of agents having a large numbethe approximations are easier to compute. Govindan and
of choices or actions. For instance, computers worldwidénilson [6] proposed a robust method for finding equilibria in
requesting resources over a large time scale on the Internéhite games by using topological properties and combining
can be modeled as a large game where the computatiqmath-following algorithms. von Stengel [7] provided a com-
required to solve for equilibrium is intractable. The bestprehensive survey of methods for computing Nash equilibria
approach to compute Nash equilibria for such large gamei finite games.
relies on the power of parallelism.

The ability to leverage parallel systems for solving large,A- Related Work
complex problems is certainly of interest to any researcher Parallel algorithms for computing the Nash equilibria have
who wants to model large scale games, i.e., system inbeen investigated by Widger and Grosu [8], [9], [10]. The
teractions, large number of actions per player, etc. Withclosest work to ours is Widger and Grosu [8] that proposed a

I. INTRODUCTION



parallel support enumeration algorithm specifically desi — Player 1's set of actionsM = (s, 82,...,8m)
for message-passing architectures. Widger and Grosu [9], — Player 2's set of actionsV = (t1,ta,...,t,)
also proposed a message-passing parallel algorithm for com , payoff matrices A, B € R™*" corresponding to
puting Nash equilibria in bimatrix games based on vertex  pjayer 1 and Player 2.
enumeration. In the vertex enumeration method, all vestice . . S
A mixed strategyor a player is a probability distribution
of both players polytopes are enumerated and checked to ) : :
L . on the set of player’s actions. The mixed strategy of Player 1
determine if the vertices are completely labeled and the _ .
. . I ; is a mvector, x = (x1, x2, ..., Tm), Where z; is the
corresponding mixed Nash equilibrium is produced. Lastly, . . . .
: . probability of Player 1 choosing action;. The mixed
Widger and Grosu [10] proposed a parallel algorithm for . _
. S strategy of Player 2 is a&-vector,y = (y1, ¥2, ---» Yn),
computing Nash equilibria in n-player games based on : " ; .
. . X . wherey; is the probability of Player 2 choosing action
polynomial continuation methods. The research literature . .
: ) .~ A pure strategyis a strategy where a player chooses a single
at the intersection of game theory and GPU processing is .. ith babili . h h |
very limited. Peters et al. [11] leveraged the GPU platformactlon with probability 1 to use e_lgamst the other player.
' ) We denote byM, the supportof mixed strategyr, which

to model behavioral strategies using equilibrium concept:?‘S the set of actions having positive probability dn that

from evolutlor_lary game theory. Leskinen e_t al. [12] _us_ed.s, M, — {sile; > 0}. Similarly, we denote byN,, the
GPU processing on Nash games for evolutionary optimiza- . SO v
) L . . support of mixed strategy, which is the set of actions
tion. Bleiweiss [13] exploited the massively parallel GPU ; - s .
. having positive probability iry, that is, N, = {t,|y; > 0}.
architecture to model producer-consumer zero-sum games. Y
A best responsef Player 1 to the mixed strategy of

B. Our Contribution Player 2 is a mixed strategy that maximizes Player 1's

We design a GPU-based parallel support enumeratioﬁ)(pected payoff,x.TAy. Similarly, the best.respons_e of
algorithm for computing Nash equilibria in bimatrix games. Player 2 to the m.IX(?d strategy OT Player 1 is the mixed
The design of the algorithm is based on a new parallelizatior?trategyy t-hat.maX|m|zes Player 2 s.expected payaff,By.
method which exploits the nature of the problem in order to Thg ob!ectwe o_f both players is to choose a strategy
achieve high degrees of parallelism suitable for massivelyesulting in the highest payoff. A common solution for
parallel GPU architectures. The design differs from the'oncooperative games is the Nash Equilibrium, which is
existing parallel support enumeration algorithms suctgjs [ duaranteed to exist for any finite game [2]. Nash equilibrium
since it exploits the maximum possible degree of paratfelis 07 @ bimatrix game is defined as the pair of strategies
available. To the best of our knowledge this is the first(xvy)' whgrex andy are the be;t responses to eap_h (_)ther.
parallel algorithm for computing Nash equilibria speciliga The following theorem characterizes the Nash equilibria fo

designed for GPU platforms presented in the literature. ~ Pimatrix games [7]. _ . o
Theorem 1:The strategy paira(,y) is a Nash equilibrium

C. Organization of I'(4,B) iff the following two conditions are satisfied

The rest of the paper is organized as follows. In Section Il,
we introduce the necessary game theoretic concepts and
present the support enumeration method for computing Nash
equilibria. In Section Ill, we describe the GPU platform Vt; € N, (v7 B); = v = max (2 B),
and the new parallelization method used in the design of reN
our GPU-based parallel support enumeration algorithm. Iwhere the first condition ensures that a mixed strategy
Section IV, we present the proposed GPU-based parallé?layer 1 is a best response to mixed strate@f Player 2,
support enumeration algorithm. In Section V, we investigat that is, if all pure strategies; in the support ofr are best
the performance of the proposed algorithm by performingresponses to mixed strategy The second condition is the
extensive experiments. In Section VI, we draw conclusionsest response condition for Player 2.
and present directions for future work. In this paper, we are considering only non-degenerate
games. These are games in which no mixed strategy having
the support of sizé& has more thaw pure best responses. A

In this section, we present the support enumerationyseful property of non-degenerate games is that their Nash
method for solving Nash equilibria in bimatrix games [1], equilibria are given by strategies having supports of equal
[14]. A bimatrix game [2] is a finite, two-person, non-zero- sjze [7].

Vsi € My, (Ay)i = u = max (Ay),

II. BIMATRIX GAMES & EQUILIBRIA COMPUTATION

sum, non-cooperative game. The support enumeration methamnsists of enumerating
Definition 1 (Bimatrix game):A bimatrix gamel'(4,B)  all possible pairs of suppor{g\/,., N,)) of mixed strategies,

consists of: where M, ¢ M and N, C N, and checking the Nash
« A set of two players{Player 1, Player equilibrium conditions given in Theorem 1 for each pair

« A finite set of actions for each player. of supports. For the pair of supportd/,, N,) of mixed



strategieq, y), the method involves solving the following Algorithm 1 SEQ-SE(4, B)

equations: 1: Input: Player 1 payoff, Player 2 payoft4; B)
2: Output: Set of equilibria ¢)
) 3: =0
Z LlBl] =, Vj € Ny (1) 4: g = min(m,n)
i€EM, 5. for k=1,...,qdo
6: for each(My, Ny), Mz C M, Ny, C N,|My| = |Ny| =k do
-1 2 7 Solve:
XJV; Tr; = ( ) 8: Zie]ﬂz CEqu;j =, Vj € Ny
1€My 9: ieM, x; =1 '
and 10: JEN, y]Azg =u, Vi € My
A =, Vie M, 3 1L JEN, yj =1
ZN Yitis ’ ” ( ) 12: it x;,y; 2! 0, V 4,7 andz, y satisfies Theorem then
IeN 13: ®=dU(z,y)
14: output ¢
doyi=1 @)
JEN,

Formally, the set of equations (1) and (2) determines the Player 1 is the row player with two action$, and B,
strategyz from support setM, of Player 1 that makes and Player 2 is a column player with two actiords,and
Player 2 indifferent among playing the strategiesNij.  R. The entries in the table represent the payoffs of Player 1
Similarly, equations (3) and (4) determine the strategy and Player 2, respectively. As a result, Player 1 and Player 2
from support setlV, of Player 2 that makes Player 1 payoff matrices are as follows:
indifferent among playing the strategiesit.. Any solution
(z, y) meeting all these conditions is a candidate for the A— { 5 5 } B— [ 5 2 ] ©6)
Nash equilibrium. Once the candidate solution for Nash 4 10 )’ 7 10 |

equilibrium is determined the method che.cks if all the The support enumeration algorithm explores the mixed
components of: andy are non-negative and if all the pure strategies of support size — 1 and k = 2. Note that the

strategies in the supports yield the same maximum payoffgnnort of size 1 gives the pure strategy Nash equilibria.
_The_sequent_lal suppqrt enumeration algorittlB&Q-SE, Ty game has two pure strategy Nash equilibria given
given in Algorlthm_ 1, implements the support enumera-py (1 0), (1, 0)) and ((0, 1), (0, 1)). For the mixed
tion method described above. The algorithm generates allirategies with support of size 2, a pair of mixed strategies
possible pa|r§ of suppqrts having the same sjzevhere (1, 22), (y1,42)) is possible. To find a candidate mixed
g = 1,..., min(m,n) (Lines 4 to 6). For each generated strategy, we need to solvéiz; + 7z = 2u1 + 102s;
pair of supports of equal size the algorithm determines the}U1 Y2 =1 andbys + 5yo = 4y1 + 10ya; y1 + yo = L.
candidate mixed strategi,y) by solving the system of 1he solution to these equationsas = 1/2, 5 = 1/2 and
linear equations given by equations (1) to (4) (Lines 8 ta 11)7/1 — 5/6, y» = 1/6. The vector of expected payoffs to
If the system of equations does not have a solution then ”9Iayer 1isAy = (5,5), and the vector of expected payoffs
Nash equilibrium is possiple for tha_t pair of supports. Ifﬁth to Player 2 iszTB = (6,6), thus (z,y) satisfies the best
system hagz,y) as a unique solution then, the algorithm regponse conditions from Theorem 1. As a result, the pair of

checks thatr;, i = 1,...,m, andy;, j = 1,...,n, are noN-  ived strategies ((1/2, 1/2), (5/6, 1/6)) is a Nash eqilitor
negative and that all pure strategies in the supports Yielgy, ihe pimatrix game.

equal and maximum payoff (Line 12). If a Nash equilibrium
is found, it is included in the set of Nash equilibria, demnbte I1l. GPU-BASED SUPPORTENUMERATION

by  (Line 13). In this section, we introduce the GPU platform and present
The complexity of SEQ-SE has been shown to be the parallelization method used in the design of our progose

O((n+m)*("™}™)), wherem > n [8]. This results from  GpPU-based parallel support enumeration algorithm.
the complexity of solving the system of linear equations in

O((n+ m)?®) for all possible strategy pair®((™; ™)) of A. GPU Platform
the two players. The GPU device uses streaming multiprocessors suited for
Example.To show how the support enumeration algorithm parallel tasks. This streaming architecture follows thegtsi
works, we consider the following game as an example wherénstruction Multiple Data (SIMD) model, making it ideal for
both players have two actions: problems requiring large data sets and/or large number of
computations.
The Compute Unified Device Architecture (CUMR)
(5) is a parallel computing platform that uses the graphics
processing unit to increase computing performance [15].
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The data parallel computations are performed by calling a
method from the CPU that hosts the GPU device known b
as akernel function. Processing threads are created and
grouped together irblocks A block is executed by the
GPU scheduler in subsets of parallel threads (known as a
warp). Each block and thread have a unique index. CUBA
maintains built-in variableshreadIdx.x and blockIdx.x may choose from three of the four actions with positive
to identify these indices. The GPU memory consists of twoprobabilities, and for support of size 4, both players may
types, global and shared memory. Information placed orghoose from all four actions in the game with positive
the GPU global memory can be accessed by the GPU angrobabilities. As an example, in the case of support of sjze 3
the CPU. Global memory hosts the kernel method and i®layer 1 may choose action$, B, and C' with positive
accessible to the threads. Due to the overhead induced kprobabilities, and Player 2 may choose actions frémn
data transfers, minimizing the accesses to global memor¢’, and D also with positive probabilities. Here the action
should be considered. Shared cache accesses are multigiembinations 4, B, C) and B, C, D) make up the supports
times faster than global accesses. The shared cache is locdlthe mixed strategies of the two players.

to each streaming multiprocessor where thread accessesTo organize all of the 3 action combinations possible, we
are restricted to a unique block. Thousands of threads caidentify the support elements usirsyipport keys Support

be scheduled efficiently taking advantage of the availabldkeys are the boolean arrays represented next to the array
parallelism through the device load balancing mechanismof actions in Figure 1 which indicate those actions that are
We organize the functions we use in the proposed algorithmavailable to the player. Support keys}i, are organized by
presented in Section IV as either being callable from thesupport size and index; which refers to the order they are
host machine and/or the GPU device. These function typereated usingco-lexicographic ordering16]. In Figure 1,
qualifiers arehost (callable from the host machinejlobal  Player 1's support is identified by the support kel while
(callable from the host to the device, i.e., kernel fundion Player 2's support is identified by the support kej. An
anddevice(callable from the GPU device). entry of O in a;i specifies that the corresponding action is
not part of the support while an entry of 1 specifies that the
action is part of the support.

In order to illustrate our parallelization method we will  There is a finite number of ways to produce supports iden-
consider a particular bimatrix game in which both playerstified by support keys when considering all arrangements of
have four actions, that is, a 4-action bimatrix game. Fidure the boolean value entries for a given support size. Figure 2
shows the 4-action game with actiond;, B, C and D shows all support key arrangements for a 4-action bimatrix
for each player. While there are four actions in the gamegame grouped by support size. For support of size 1, there
the support size limits the number of actions available toare four support keysof, ..., o3); for support of size 2,
each player. For support of size 1, both players are limitedhere are six support keyssj, ..., o2); for support of size
to choosing only one action with a positive probability 3, there are four support keys( . . ., o3), and for support
(probability 1 in this case). For support of size 2, bothof size 4, there is only one support keyg.
players may choose from two of the four actions with We order the support keys according to the support size
positive probabilities. For support of size 3, both playersand store them in an arra®*, wherek is the size of the

Figure 2: Support keys for a 4-action game.

B. Parallelization Method
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Figure 3: 4-action game with support size 3 block and thrdattiloution.

support. For example in Figure 1, we have four supporsupport pairs and serially computes solutions grouped by
arrays©' to ©%. The proposed algorithm will access thesesupport size. Referring back to the 4-action bimatrix game
arrays of support key®* in parallel to compute Nash example, our proposed methodology iteratively explores th
equilibria. To do so, the proposed algorithm identifies yver 16 support pairs in parallel for support of size 1; 36 support
possible pair of both player’'s support elements and presess pairs in parallel for support size of 2; 16 support pairs in
these pairs to determine the expected payoff solutions iparallel for support of size 3, and only a single support pair
parallel. The resulting solutions are the player stratedigo  of size 4. This parallel methodology has shown significant
vectorsz andy where their components are the probabilitiesreductions in execution time which are highlighted in Sec-
of selecting an action identified by the support keys. tion V-C. Larger games will certainly see the benefit of this
Using the 4-action bimatrix game as an example, theparallelization technique. For example, a 10-action bixat
number of pairs that need to be processed is 69; that is, 16ame with support of size 5 has 252 unique supports which
pairs corresponding to supports of size 1; 36 correspondinggsults in 63,504 support pairs that require processing.
to supports of size 2; 16 corresponding to supports of size The proposed parallelization method is designed specif-
3; and one pair corresponding to support of size 4. A seriajcally for the GPU architecture. In order to facilitate the
implementation of the algorithm would have to compute theimplementation of this method, each block of threads iden-
69 pairs iteratively. The parallel methodology explored intifies a support element using a support key. B|0(ﬂ§$,
previous implementations [8] explores these support pairgre also organized by support sizeand indexj. When
according to their support size in parallel. For examplea block identifies an element from the support, operations
in the 4-action bimatrix game with support of size 2 (seein the pre-kernel execution phase generate the number of
Figure 2), Player 1 chooses a support element identifieghreads needed and each thread then computes a support
by its support key from the six available and comparespair as shown in Figure 3. Threads,, are organized by
the expected payoff of using this support against Player Zupport size, which block owns the threag| and the index
choosing every support element available. This process isf the thread in the block. Threads are then responsible for
repeated for Player 1 using every support element whicltomputing the strategies for Players 1 and 2, where Player 1
requires 36 iterative executions. Computing the solutions chooses a support element to play against Player 2's choice
parallel by support size leads to a execution time detemhineof support element. For instance, thregd in Figure 3,
by the exploration of the 36 pairs of supports (the highestalculates the strategy for Player 1 choosing a support
number of supports that need to be explored iteratively). element identified by support key; and the strategy for
Our proposed algorithm uses a different parallelizationPlayer 2 choosing a support element identified by support
method which increases the degree of parallelism. Insteakiey 0. The result from the thread execution will be a 2-tuple
of parallelizing by support size and computing pairs ofof candidate mixed strategi€s, y) that will be checked for
supports, our technique parallelizes the computation ef ththe Nash equilibrium conditions given in Theorem 1.



IV. GPU-BASED PARALLEL SUPPORTENUMERATION Algorithm 2 host GPU-SE(A, B)

ALGORITHM 1: Input: Player 1 payoff, Player 2 payoft4, B)
. . . . 2: Output: Set of equilibria ¢)
In this section, we design a GPU-based parallel algorithmaz: ¢ — ¢

for computing Nash equilibria in bimatrix games using the 4: ¢ = min(m, n)

support enumeration method. The main algorithnGRU- 2 Sz Sfrg‘?iit%’l’q%)

SE which utilizes three functions called from the host 7:for k=2,...,4do

machine, Generate, Pure, and Mixed. Generate is the 8. © = Generate(k, q)
function that generates the arr&y* of support keys for out‘iuf f U Mixed(4, B, k, g, ©)
support sizek on the host machine?ure is the function

which computes the pure Nash equilibria. It is a kernel _
function with the global type qualifieMixed is the function ~ Algorithm 3 host Generate(k, q)

which computes the mixed Nash equilibria, also a global 1 Input: Support size, Number of actions, (q)

. 2: Output: Array of support keys for support siZe (©%)
kernel function. 3 fori=0,....qdo
A. GPU-SE Function o or g T g do
The GPU-SE function, presented in Algorithm 2, is . 7“16‘”[2] =1
responsible for calling all functions from the host machine g: repeat
Its input parameters are the two player payoff arrdys3. 9: forj=0,...,qdo

Ol - i + j] = auzlj]

=
= O

The output variableb is a container which stores all Nash 10 : i

equilibria. The containe® is used for transferring solutions 75 Kf‘g’ aus] = next(g, auz)

from the GPU to the hostGPU-SE finds the minimum  13: until (flag)

number of actions in the game (Line 4). This ensures boti4: retumn ©*

players choose from the same number of actions. In Lines 5

and 8,0 is the support key array that identifies all possible

supports for a given support size. The pure strategy Nasi Lines 8 through 10, the function copies the support
equilibria are computed by callingure (Line 6) while the  key to strategyz for Player 1. In Lines 11 through 15 it
mixed strategy Nash equilibria are determined by callingdenerates all expected payoff valyg<or Player 1 given the

Mixed for each support size (Lines 7 through 10). probability of selecting an action. In Line 16, the maximum
_ expected payoff value is found and the index of that value
B. Generate Function is stored inidz for Player 1. In Lines 17 through 19, the

The Generate function, given in Algorithm 3, is respon- function copies the support key to strategyfor Player 2.
sible for creating the support key array for a given supporin Lines 20 through 24 it generates all expected payoff
size. Generate requires as input the support size the valuesp, for Player 2 given the probability of selecting
number of actiong, and outputs the support key arr@y. an action. In Line 25, the maximum expected payoff value
To generate©”, the host functionnext is called, which is found and the index of that value is storediify for
implements the co-lexicographical arrangement algorithnPlayer 2. After this the function determines if both the
detailed in [16]. The algorithm produces all possible waysindex of Player 2's highest expected value is the response
to arrange the support keys for a given support size. Iif0 Player 1's choice of action and the index of Player 1's
addition, thenext function returns O in theflag variable  highest expected value is the response to Player 2's choice
when all possible arrangements have been produced. T action. If these two conditions are satisfied then the best
auxiliary array,aux is used as a temporary container to pure response conditions for both players are satisfied. The
hold the initial support key for support size The function  function stores the strategiesandy as a 2-tuple inb? (the
will directly modify aux by returning it as the next support set of pure equilibria) which is then returned to tRBU-SE
key arrangement which is then stored@’ (Line 12). The  algorithm (Lines 26 through 29).
process continues until the last possible arrangement has
been generated using the co-lexicographical ordering en th
support key stored imux and theflag variable is set to 0. The Mixed function, presented in Algorithm 5, is re-
sponsible for calculating the mixed strategy equilibriaeT
implementation of this function requires solving a systdm o

ThePure function, presented in Algorithm 4, is responsi- equations to determine the probabilities of a player chapsi
ble for calculating the pure strategy Nash Equilibria. 8inc an action against the other player's choice of actMixed
the pure strategies involve a single action, the probghilit  calls three device function3ransform, Array-ludcmp, and
using that action is 1 and only a simple search is required\rray-bcksub. Transform modifies the player’s payoff array
to find the maximum expected payoff for Players 1 and 2by substituting the constraint equations (2) and (4) in® th

. Mixed Function

C. Pure Function



Algorithm 4 global Pure(A4, B, q, ©) Algorithm 5 global Mixed(A, B, k, q, ©)
1: Input: Player 1 payoff, Player 2 payoff, Number of actions, Array of 1. Input: Player 1 payoff, Player 2 payoff, Support size, Number of

support keys 4, B, q, ©) actions, Array of support keys4|, B, k, ¢, ©)
2: Output: Set of pure equilibria®?) 2: Output: Set of mixed equilibria ™)
3 PP =90 3 dm =10
4: for i =0,...,q do 4: for i =0,...,q do
5 z[d], ylil, palil, p2ld =0 5. alil, ylil, pilil, polil, paylil, =[i] =
6: idx, idy =0 6: idxy, idxs, idy1, idys = 0
7: fori=0,...,qdo 7 Z[(k-1)]=1
8: z[t] = O[q - blockIdx.x + 1] 8: pay = Transform(B, k, q, ©)
9: for ¢ =0,...,qdo 9: pay = Array-ludcmp(k, pay)
10: for j=0,...,q do 10: z = Array-bcksub(z, k, pay)
11: pild += z[j] - Blq - 7 + 1] 11: for :=0,...,q do
12: idx = arg max{p1[l]} 12:  if ©[q - blockIdx.x + 3] = O then
13: for i =0,...,q do 18 olil = Ofg - blockidrz + 1 - 4]
14: ] = - threadIdx.x + 1% :
+ylil = Olq - threadldx.x + ] 15: 2[i] = O[q - blockIdx.x + 1] - 2[idz1]
15: for i =0 ,q do 16. :
16: for j=0,...,qdo & ddry+
17: []+: []A[ i+ ] 17: for i =0,...,q do
p2lt Yy arr 18: for j=0 do
18: idy = argmax{p2[l]} : 7=0,....q o
_ l ‘ , 19: p1[i]l += =[j] - Blg - j +1]
19: if (©[q - blockIdx.x + idy] =1 & O[q - threadIdx.x + idz] = 1) 20: idzs = arg max{p1[l]}
then
. _ 21: if ©[q - threadIldx.x + idza] = 1 then
20: PP = PP U (x,
(@ v) 22: proceed = TRUE
21: return P 23: else

24 proceed = FALSE

25: if (proceed) then

26:  2[(k-1)] =1
last entries of the array. The last entries are eliminateahfr 5/ oy Eﬁg;fﬁ;&(rﬁéé’ ‘;'a(;)))
the array using similar operations that would perform row29: > = Array-bcksub(z, &, pay)
elimination in a matrix. This process transforms the player 30: for i=0,...,qdo

payoff array into an array representing a system of equation = if ©lg - threadldxx + 4] = 0 then

’ . . . . . 32: y[t] = O[q - threadIdx.x + 7] - z[4]
with constraints Array-ludcmp is a function implementing  33: else
the LU decomposition whilérray-bcksub implements the 34 yli] = O[q - threadldx.x + ] - z[idyi]
back-substitution method. BotArray-ludcmp and Array- 355 for if%““ 4 do
bcksub are array-based implementations referenced in [17]37} for j=0,...,qdo
where the original versions are suited for matrix procegsin 38 pa2ld +=ylj] - Alg - i + ]

We omit describing them in this paper but refer the reade idys = arg max{pa[l]}
40:  if ©[q - blockIdx.x + idyz2] = 1 then

to [17] for the description of the general methods. a1- proceed — TRUE

In Line 8, z is created as a temporary solution array 42: else
when solving for a players probabilities of choosing an ﬁ; . (mfcre"ecj)efhe—nFA'-SE
action. The last entry iz is set to one, satisfying constraint 45.  ‘¢om — o™ U (2, y)
equations (2) and (4). Tha@ransform function modifies 46 return ™
the payoff array such that the last entries in the array are
substituted with the coefficients of the constraint equmestio
After the Transform function returns from the device, the
result is stored in thepay array (Line 9). The modified 2« and the second probability will be in the fourth entry of
payoff array is decomposed into lower and upper triangular: coinciding with o7 (Lines 12 through 19). The expected
partitions, which are stored ipay (Line 10). The solution payoff to Player 1 is then determined (Lines 20 through 24).
is determined by back-substitution and it is stored back irin Line 25, the function searches for the index of the action
z (Line 11). In Line 11,z does not yet take into account that represents the highest expected payoff valug, ifor
which actions are available according to the support keyPlayer 1. If the returned index is the response to Player 2’s
For instance, suppose Player 1 chooses a support elemeastioice of action according to the support key (Line 25),
identified by o? then the probabilities should reflect the then the boolean variablgroceed is updated toTRUE.
actions identified by the support key which are the secondf proceed is updated toFALSE then there is no need to
and fourth actions (see Figure 2). When the solutiois  further execute the function for this support pairptoceed
returned fromArray-bcksub (Line 11), the two probabilities is TRUE, then the same sequence of actions as in the case
are in the first and second entry. The position of theof Player 1 (Lines 8 through 30) are performed with respect
probabilities are reorganized according to the support keyto Player 2 (Lines 32 through 55). If both sections of the
where the first probability will be in the second entry of function result inproceed being TRUE, then the strategies




Algorithm 6 device Transform({A, B}, k, ¢, ©) Algorithm 7 OMP-SE(A, B, T)

1: Input: {Player 1, Player P payoff, Support size, Number of actions, 1: Input: Player 1 payoff, Player 2 payoff, Number of threads
Array of support keys{(A, B}, k, ¢, ©) (4, B, T)

2: Output: Modified player payoff ¢uzpay) 2: Output: Set of equilibria §)
3: for ¢ :'0, ...,qdo 3: ¢ = min(m,n)
4 forj=0,...,qdo 4: for each threadt = 1,...,7T do in parallel
5: - auzrpaylq -1 + 7] =0 5 td =0
6 if B thgn 6:  t.counter «— 0
7 fori=¢—1,...,0do . 7. fork=1,...,qdo
8 if ©[q - threadIdx.x + 4] = 1 then 8: for each(My, Ny), My C M,N, C N,|My| = |N,| = k
9: for 7=0,...,7do do
10: if ©[g - threadldx.x + j] = 1 then 9: if (t.counter modT) + 1 =t then
11: for {=0,...,7do 10: Solve:
12: if ©[¢ - blockIdx.x + ] = 1 then 11: ‘ ‘B.: =v. Yj €N,
13: auzpaylindex] = Blq - 1 + j] - Blq - | + 1] 12: ZZGMI i _“1 v Y
14: index++ : ieMy Ti = '
15: if A then 13: ZjeNy yjAij = u, Vi € My
16: fori=q—1,...,0do 14: NETED
: . . . JEN,
ig: i (?(Egj ilg':kldxi'}ag 1= 1 then 15: if z;,y; QJR—, V i, j andx, y satisfies Theorem then
10: it ©[q - blockIdx.x + j] = 1 then 16: £ — .2 U (z,y)
. _ . 17: t.counter++
20: for | =0,...,ido 18 tout £.B
21: if ©[q - threadIdx.x + ] =1 then - outputt.
22: auzpay[index] = Alq - j +1] - Alqg - i + 1]
23: index++
24: for 1 =0,...,k do .
25 auzpaylk - (k-1)+i] =1 A. Experimental Setup
26: retum auzpay GPU-SE is executed on a 2.6 GHz In@l Core™ 2

Quad CPU Q8400 Dell OptiPlex 780 64-bit system using
4.6 GB RAM. This system supports an NVIDI® GeForce
x andy are stored as a 2-tuple i@™ (the set of mixed GT 440 graphics processing unit with two streaming mul-
equilibria) and®™ is returned to theGPU-SE algorithm tiprocessors, each of which contains 48 cores, and uses 2.6

(Lines 56 through 59). GB RAM.
The OpenMP implementation of the parallel support enu-
E. Transform Function meration algorithmOMP-SE, is executed on the Wayne

The Transform function manipulates the plaver pavoff State University Grid system [18]. Our experiment uses
P piayer pay compute nodes on the grid, where each node has a 16 core

array information and adds the constramts (2) and (4) fro 6 GHz Quad processor using 128 GB RAM. The nodes are
Section Il to create a system of equations represented a3

an array. There are two calls Tansform from the Mixed connected using a 10Gb Ethernet network. The algorithm is
f L . - executed using five different parallel configurations; 142,
unction, each with respect to the original payoff arrays 8 and 16 processors

and B. In addition, the function identifies the actions which When comoarin GPU vs CPU run times. the research
are part of the support through the support keys. Modifyingl.t i ; P tr? GPU. G t al 19’ kes th
the payoff array by taking in consideration which actions lierature favors the . Gregg et al. [19], makes the

. pse for determining better ways to compare the run times
are part of the support is necessary to produce the correso as to account for memory transfers and other activities
system of equations. This is done in the triple-nedtad y

if patterns, in Lines 9 through 22 for Player 1, and mmanaged by the CPU for GPU processing. We have taken

. . . every opportunity to include timing functions to record
Lines 25 through 38 for Player 2, respectively. To avoid X . .
direct manipulation of the original payoff arraysyzpay is every operation for both the GPU and CPU implementations

created in order to store the results from the operations iHVh'Ch accounts for all initialization, memory transfersye

Lines 15 and 31. In Lines 40 through 42, the coefficients Ofcomputatlon, and output.

. : . . . To conduct the experiments, we randomly generate a set
the constraint equations are included in thecpay which . ' S
is now ready to be passed to tAeray-ludcmp and Array- of games using GAMUT [20]. We chose Minimum Effort

beksub functions. Games where t'he paypff for an'actior'1 is dependgnt on
the effort associated with the action minus the minimum
effort of the selected player. Player payoffs are calcdlate
using the formulaa + bE,,;, — cE, where E,,;, is the

In this section, we perform extensive experiments tominimum effort of a player in the gamdy is the effort
compare the GPU-based parallel support enumeration algef that player, andcu, b, ¢ are constants wherk > c. In
rithm GPU-SE against the OpenMP support enumerationthese games the players have the same number of actions.
algorithm OMP-SE (given in Algorithm 7). The arguments to generate the games are: payoffs -

V. EXPERIMENTAL RESULTS
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Figure 4: Average execution time vs. Number of actions Figure 5: Average speedup vs. Number of actions

output TwoPlayerOutput -players 2 -actions n -g Minimum- , ) .
EffortGame -randomparams. The value of determines the O 9ames of sizg < 6, the parallel configuration for 16
number of player actions, and thus, the size of the test gamegrocessors performs worse than for a single processor. This
The number of players’ actions in a game is the size of thdS due to the overhead induced by the threa_d generation and
game. We experiment with games of different sizes rangingn@nagement. The performance 6PU-SE is surpassed
from 5 to 16 actions. For each of the twelve game sizes, wlY &ll OMP-SE parallel configurations for small games.

randomly generate five games and use them as test cases-raking into consideration the number of memory transfers,
we expect a significant amount of GPU overhead to increase

B. OpenMP-based implementation the run time of GPU-SE for small games. Fog = 10,

In this subsection, we present the OpenMP implementath® GPU-SE algorithm outperforms th©MP-SE 1 and
tion of the support enumeration method for finding Nash? CPU configurations. Foy = 10, there are 184,755 pairs
equilibria in bimatrix games. OpenMP is a shared-memonyNat require processing. For= 11, theGPU-SE algorithm
parallel programming model. OpenMP uses muItithreadinghaS the fastest average'execgtlon tlme' of 0.45 (sec), vyhere
where a master thread forks a specified number of slavé® fastesSOMP-SE configurations require 0.50 (sec) with
threads. Tasks are divided among threads. The threads at§ Processors and 0.54 (sec) with 8 processors. For games

assigned to different processors in order to run concuyrent With eleven actionsg = 11, the algorithms require the pro-
We considerT threads available in the system where €€SSINg of 705,431 pairs when solving for Nash equilibria.

each thread is responsible for checking the Nash equitibriu 1€ GPU-based algorithm described in this paper makes it
condition in Theorem 1 for each possible support sizepossible to execute 19,404 l:_)loc_ks containing various l_hrea
The OMP-SE function is given in Algorithm 7. Each co_unts processing these pairs in _parall_el. The executlon_ of
threadt is responsible for generating all the supports andhis large numbe_r of blocks is possible since our GPU _dewce
checking Nash equilibria conditions only for a subset ofSUPPOs @ maximum of 65,000 blocks. The execution of
supports. In Line 6, each thread hascaintervariable which ~ thréads and blocks for games with > 11 shows that
selects a subset of supports. This implementation prosessi'® GPU-SE algorithm outperforms alOMP-SE parallel

the support sets\, and N, grouped by support size in configurations.

parallel. Candidate solutions:,(y) are determined for each  In Figure 5, we plot the average speedup against the
support size in parallel using LU decomposition and back-humber of actions. The horizontal axis represents the numbe
substitution (Lines 11 through 14). If a Nash equilibrium of actions while the vertical axis represents the speedugp on
is found by a thread, it is saved in the output variafdle log scale. Here, the speedup is defined as the rat{ohdiP-

(Line 16). SE parallel execution time over th&PU-SE execution
. time. When the ratio is greater than 1, t&&U-SE algo-
C. Analysis of Results rithm attains a faster speedup than a correspon@inpP-

We compare the performance GPU-SE andOMP-SE. SE configuration. The plot points represent the average
In Figure 4, we plot the average execution time for gamespeedup for eac®MP-SE parallel configuration anGPU-
of different sizes (given by the number of actiogis The  SE in five games per number of actions. In line with the
horizontal axis represents the number of actions while theesults from Figure 4, when = 10, theGPU-SE speedup
vertical axis represents run times in seconds on a log scalés approximately 1.58 and 1.10 when compared to the 1



and 2 processoDMP-SE configurations, respectively. For
g = 11, theGPU-SE speedup is greater than eveDMP-

SE parallel configuration with the lowest speedup of 1.10
when compared against the 16 processor configuration and

[8] J. Widger and D. Grosu, “Computing equilibria in bimatrix

games by parallel support enumeration,”Rroc. of the 7th
Intl. Symposium on Parallel and Distributed Computidgly
2008, pp. 250 —256.

the highest speedup is 5.54 compared against the singlgg] — “Computing equilibria in bimatrix games by parallel
processor configuration. Fgr= 16, theGPU-SE algorithm

obtains speedups of 1013.53, 604.79, 351.46, 205.96 and

144.07 againsOMP-SE parallel configurations using 1, 2,
4, 8 and 16 processors, respectively.

We designed and implemented a GPU-based parallel sup- _ )
11] A. Peters, D. Rand, J. Sircar, G. Morrisett, M. Nowak, and

VI. CONCLUSION AND FUTURE WORK

port enumeration algorithm for calculating Nash equilibri

in bimatrix games. We experimented with multiple games of
different sizes and configurations. Our analysis shows that

our algorithm, GPU-SE, achieves lower execution times

and significant speedups for large games. We designed (2]
new parallelization method that increases the degree of

parallelism when computing Nash equilibria. TB®U-SE

algorithm produced 100 to 1000 faster executions versupl3]
the OpenMP versions by taking advantage of the massively

parallel processing platform.

Future work will include the design of GPU-based al-[ ]
gorithms implementing other methods for computing Nash

equilibria such as polynomial homotopy continuation [53ian
global Newton [6].
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