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Abstract—We consider the online scheduling of malleable jobs values of the jobs that complete by their respective deaslin
on parallel systems, such as clusters, symmetric multiprocessing The scheduler can ugereemptionto achieve this goal. The
computers, and multi-core processor computersMalleable jobs is problem as it stands iNP-hard [1]. Further complicating the

a model of parallel processing in which jobs adapt to the number - - . .
of processors assigned to them. This model permits the schedulerpmbk':‘rn is that the users arational. They behave in their

and resource manager to make more efficient use of the available OWn self interest and they are welfare maximizing. They will
resources. Each malleable job is characterized byrrival time, misreport their jobs’ parameters to the scheduler if it igne
deadline, and value. If the job completes by its deadline, the user them to do so. Such manipulations have a global impact as
earns the payoff indicated by the value; otherwise, she eams y,ay introduce inefficiencies and suboptimal performance.

a payoff of zero. The scheduling objective is to maximize the Schedul in th titi . t t be d
sum of the values of the jobs that complete by their associated chedulers In these competlitive environments must be de-

deadlines. Complicating the matter is that users in the real world Signed to cope with the self interest of the users. Fortuyate
are rational and they will attempt to manipulate the scheduler for us,economicsias been studying problems involving selfish
by misreporting their jobs’ parameters if it benefits them to do  entities and it has provided tools and solutions. One such to
so. To mitigate this behavior, we design an incentive compatible is mechanism design theorJhe theory provides the founda-

online scheduling mechanism.Incentive compatibility assures us ti for d loi hani that optimize tueial
that the users will obtain the maximum payoff only if they tons for developing mechanisms that optimize tueial (or

truthfully report their jobs’ parameters to the scheduler. Finally, System-wideobjective in the presence of self-interested users.
we simulate and study the mechanism to show the effects of Mechanismscan be thought of as games in which the rules

misreports on the cheaters and on the system. are purposely designed to reach specific system-wigieomes
(or solutiong by eliciting specific behaviors atrategiesfrom
|. INTRODUCTION the users. There are few goals that need to be considered

Interest in parallel computing has risen in recent yearghen designing mechanisms. The most important is incentive
owing to the advancements in multi-core processing, dustompatibility. A mechanism isncentive compatibléf each
computing, and symmetric multiprocessing. In a significaniser’s welfare-maximizing strategy is to truthfully deeder
number of parallel computing environments, the user specifiparameters, regardless of the other users’ strategiesh Eac
the number of processors and the amount of execution timser has a privately knowmaluation function that quantifies
needed when she submits her job to the scheduler. But mdihg benefit or loss for a specific outcome. A genetibct
parallel jobs aremalleable there is a choice of the number ofmechanismconsists of a function that computes a solution
processors to execute the job on. The job’s execution timetés the system-wide objective and a set pdyments one
then a function of the number of processors. Even though itpayment for each user. The user's welfare is then the sum
more difficult to write an application to support malleatyili of the valuation and her payment. The mechanism’s choice
the scheduler and resource manager should be able to makeoutcome motivates the users to truthfully declare their
more efficient use of the computing resources by exploitingarameters.
the jobs’ malleability. In this work we design MPJS (Malleable Parallel Job

We consider the online scheduling of malleable jobs iBcheduling), a mechanism for the online scheduling of mal-
which each user submits her job to the scheduler along wiable jobs with individual hard deadlines. The objectife o
parameters that characterize the johrfsival time (or release the scheduler is to maximize the sum of the values of the
time), deadline, value, and malleability. The scheduler doés rjobs that complete by their deadline. As an approximation
learn about the job arrival sequence in advance; consdguertb this objective, the scheduler assigns each job the dyanti
the scheduler must make decisions without knowledge of processors that minimizes the job’s execution time. We
future arrivals. Thevalueis the payoff that the user earns if theshow that the resulting mechanism is incentive compatible
job completes by ithard deadline otherwise, she earns zero.and individually rational.Individual rationality means that
The objective of the scheduler is to maximize the sum of theuthful users will not incur a loss, regardless of what tetgies



are employed by the others. We then perform a competitimssignecm;nin processors,
analysis on the mechanisr@ompetitive analysiss a worst

case comparison of the online scheduler against an optimalmmin _ {L\/pj/CJ if t;([\/pj/c]) <t;j([\/pj/c])

offline scheduler. We show that MPJS competitive ratio is at = 7 [Vpi/cl it tj([\/pi/c)) > ti([\/pi/c ).
leastm, wherem is the number of processors in the system.

Finally, we study by simulation the mechanism’s propertieg—he number of processors assigned to a job is bounded by the

We experiment with misreports and observe how they impatge Of the system. Thereforey; = min{m, m""}. o
the cheater and the system. A scheduler for malleable jobs must make two decisions. It

must decide what jobs to execute and how many processors
Organization.The rest of the paper is structured as followsg assign to each. Furthermore, the scheduler must ensatre th
In Section I, we formally define the malleable job model. Ifthe number of processors allocated at any given instant does
Section Ill, we describe the problem of online scheduling ¢fot exceedn.
malleable jobs. In Section IV, we provide a brief introdocti ~ There s little prior work on hard deadline scheduling for
to mechanism design theory and show how its concepts relgigallel jobs. As a consequence, few models account for
to our problem. In Section V, we design an online mechanismeemption costs. In this work we assume that once the
that solves the problem of scheduling parallel malleabbs jo scheduler allocates a number of processors to a given job,
In Section VI, we show that the mechanism satisfies our goajge processor allocation will not change even if the job is
In Section VII, we study by simulation the mechanism byreempted and executed again. Since the number of prosessor
generating random jobs and observing how the mechanigfibcated to a given job does not change across the execution
Operates. In Section VI, we discuss related work. Flnaﬂy we assume that the preemption costs are zero.
Section 1X, we draw conclusions and present future work.

I1l. PROBLEM DESCRIPTION

II. MALLEABLE JOBS We consider the online scheduling of malleable jobs on a
parallel system. Each usgrj = 1,2,...,n, owns a single job
Feitelson and Rudolph [2] classified parallel jobs into four. Jobj is released to the system at tirag (the arrival time)
classes. A job igigid or non-malleablef it requires a fixed and has éard deadlineof d; > a;. If the job completes in
number of processors. The allocation of additional proess the interval(a;, d;], the user earns a payoff of; otherwise,
does not speedup the execution. When the number of pghe receives nothing. The scheduling is compuelihe the
cessors can be adapted at the start of execution, the jolsdteduler knows only about the jobs that have arrived and it
calledmoldable A job is classified agvolvingif the allotment cannot foresee jobs arriving in the future.
changes due to its requirements. Finalljpalleablejob adapts  We define thetype of job j asé; = (a;,d;, p;,v;), which
itself to the availability of processors given by the scHedu is a point from thetype space®;. Let © = X ©,. The
or the resource manager. scheduler receives the vectbr= (0,60, ...,0,) € © which
In this work we consider the problem of scheduling> 1 it uses to compute the scheduféd, t). ScheduleS(0, -) gives
malleable jobs on a parallel system comprising > 1 the set of jobs and the number of processors allocated to each
identical processors. We assume that jobs cannot share @mbtime ¢t. The number of processors allocated tatannot
cessors and thus, jobs must be allocated an integral nurhbeexceedm. The goal of the scheduler is to maximize the sum
processors. We consider therfectly malleable jobs with setupof values of the jobs that complete by their deadline. The
timesmodel from [3], [4]. This model accurately accounts foscheduler is permitted to preempt and migrate jobs in order
costs associated with communication and coordination. Ttee satisfy its objective. This deadline scheduling problism
model is as follows: a malleable jghj = 1,2, ..., n, requires known to beNP-hard [1].
p; units of time to run on a single processor. Téeecution  Further complicating the scheduling is that the users are
time t;, for job j whenm; € [1,m] processors are assignedational (self-interested and welfare-maximizing): a user will

to it is misreport her type if she believes it will benefit her. Instea
of declaring;, userj declaresd; = (a;,d;,p;,v;) € ©;,
tj(mj) = p;j/mj + (m; — 1)c, (1) where the components can be different from their actual
values. Now, the scheduler computes the schedule using
wherec > 0 is the setup time to manage a single process. THe= (91,52, cee t%) € ©. The consequence of this behavior

constantc is a system parameter that depends on the specicdhat a suboptimal schedule may result if the schedules doe
parallel computing environment. The first term of (1) giviee t not explicitly account for the misreports. As an examplehsf t
computational timgthe second gives theetup timeThe setup determent of misreports suppose that a scheduler implement
time captures the time spent coordinating and communigatia policy of least slack time (LST) first. At timg job j's slack
between processes. Figure 1 shows the execution time dinge is the difference between available timg ¢ t) and the
the speedup for this model as functions of the number fmaining computational time. Jobs with the smallest slack
processors. Thepeedups the ratiop;/¢;(m;). The minimum time are executed first. If jolyj would not complete in the
execution time (maximum speedup) is obtained whenjjid schedule, usef can manipulate the schedule by holding onto
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Fig. 1: Execution time and speedup of jplwith p; = 100 andc = 1. Maximum speedup is obtained whety = /p;/c = 10.

the job or reporting a tighter deadline. Us¢gs misreports User j’s utility is the quasi-linear function
may cause other jobs to fail. In the next sections we show R R .

how to cope with the self-interest of the users, by providing u;(9(0),0;) = —r;(0) + V;(6,0;),
them with incentives to report their true job parametershio t

scheduler where V;(6,6,) evaluates tov; if the job completes by its

deadline inS(6,-) and zero otherwise. We assume that each
user is rational and risk indifferentg., she chooses her actions
to maximize her expected utility. In doing so, she may declar

In the classical (non-incentive compatible) schedulirig lia type different from her true type.
erature, the aim is on designing algorithms and protocols to
optimize some system-wide criteria such as minimizing tHe: G0als
makespan or minimizing the response time. But most of theseThere are two primary goals for most mechanisms, incentive
algorithms require users to truthfully declare their typesthe compatibility and individual rationality.
real world, users are rational. They will misreport theipég  In the following letd_; = (f1,...,0, 1,0;11,...,0,) €
if it benefits them to do so. These manipulations can result@._;, where®_; = Xz 0;, be the vector of declarations
suboptimal performance. Until recently, the parallel shiimg  without user;’s declaration.

literature has paid little attention to rational manipidat . . . P :
. . i . Definition 1. A direct mechanism satisfiesncentive compat-
Mechanism design, a sub-field of game theory, provides:

tools and techniques to solve this problem. Generally, ity (1C) if, ¥j =1,2,...,m, V0; € ©;, and¥0_; € O,
mechanism is a set of rules that implements a complex auction u;(g(0;,0-,),0;) > u;(g(6;,0_,),6,).

and it is designed to obtain specific outcomes that maximize

(or minimize) the designer’s objective even in the presasfce A mechanism satisfies IC if the user’s utility maximizing
self-interested users. A reference on mechanism desidp].is trategy is to truthfully declare her type, regardless & th

In the following, we present the mechanism design framewoskrategies employed by the others. This is beneficial asgbe u

IV. MECHANISM DESIGN

and concepts that will be used in this paper. does not need to expend resources to determine her optimal
strategies. Furthermore, IC leads to a single strategyleriofi
A. Formulation which all rational agents choose to declare their true \&alue

. . The second goal in mechanism design is individual ratio-
The mechanism design framework we use assumes tﬂg}ityz
there is a centeri.e., a schedulgr that implements the '
mechanism. Usetsnteract with the scheduler through a direcDefinition 2. A direct mechanisni satisfiesindividual ratio-
mechanisml’ = (01,0,...,0,,¢(:)) in which the users nality (IR) if, Vj = 1,2,...,n andVé_j € 0_;,

declare the type of their job, denotdgd € ©,. The function

g : © — O maps the declared types to an outcome O. u;(g(6;,0-5),6;) = 0.

Anho(;Jtclzgsmgot - (g(')’rl(')’ﬁ(')é"f"r”(')) ﬁonS'SttStOfts In a mechanism that satisfies IR, a user who truthfully
schedure (0,1) and a payme il ) rom each agent 1o € yaclares her type never incurs a loss. This goal is important
mechanism, wheré = (0,,0,,...,6,) € ©.

2Mechanism design theory literature sometimes refers to tioisl @s
1The mechanism design theory literature refers to usemgasts voluntary participation



as rational users will freely choose to participate in thalgorithm 1 MPJS-SCHEDULE&)

mechanism. 1: for all ¢ do R .
The foundations defined here are used in the following secs: Avail — {j](t > a;)A(e;(0,t) < t5(p;))A(e;(0, 1)+

tions to design an online mechanism for scheduling malieabl dj —t > t5(p)}

parallel jobs. 3: procs «—m
4 jobs «— 0
V. MECHANISM FORSCHEDULING MALLEABLE JOBS 5. while (Avail # 0) A (procs > 0) do
In this section we outline the design of a mechanism for thé* J  aIgMAXic Avail Vi > Break ties by index
incentive-compatible online scheduling of malleable para Avail — Avail /{;}
jobs with individual deadlines. The scheduling objectige i & it mj > procs then
max »_, V;(0;,0;), whereV; givesd; if job j completes by endbirfeak

its deadline, and zero otherwise.
To assist us in designing an incentive compatible mech
anism, we examine how the misreports can be restrlcteﬁz‘

jobs — jobs U {j}

procs < procs —ms;

First, assume that user learns her type at time,. Then, enq while )
by consideringno early arrivals we havea; > a;. ]Second 14 while (Avail # 0) A (procs > 0) do .
the system can ensure early departuresy holding each % J < ArgMAXic Avail|m; <procs Ui > Break ties by
completed jobj until d;. Thus, rational users declate < d;. index o
Finally, let the scheduler forcibly terminate all jobs exting 16: if j = L then > Return.L if no job found
longer than declared. Usgrthen reportsp; > p;, allowing i break
enough time for her job to complete execution. 18: end ,'f e
19: Avail — Avail /{j}

The system invokes the scheduler upon an eventevant o0
is either a job arriving or a job completing. The schedulegl'
at these times must determine the set of jobs to execute and

jobs — jobs U {j}

procs <— procs — m;

the number of processors to assign to each. Jobs executing én (;ng ;Nhlle ob
the system may need to be preempted to run the chosen jo%s end f(or ) < jobs

These suspended jobs may be restarted in the future.
Notation. In the following let mj(p;) =
arg miny<m;<m pj/m; + (m; — 1 denote the number Algorithm 2 MPJS-PAYMENT()
of processors that minimizes the execution time of job —- for all j do
Let _t;(pj) - mn_llgmj_-ﬁmpj/m] + (mJ - 1)6 denote the 2: if e; (é dA ) > t*(ﬁj) then
minimum execution time of jobj. Finally, the users are (

indexed such that iff < j’ thena; < d’A. Ties are broken £(p)
arbitrarily. 5 ()]

Hargmln ’>0[ ((0—J7(G‘J7d7ap]a _7)) Ci)

A scheduler needs to make two decisions when scheduling elser.(é) 0
jobs. These decisions may be interdependent. The first is tg) end Jif
determine the number of processors to assign; the second |s end for

to determine what jobs to execute. Alg. 1 implements these
decisions as follows. First, any jgbthat executes is assigned

m;(p;) processors. For the second decision,dgd, t) give

the amount of time that joly has executed by time in be preempted and suspended. Jobs will always be assighed
scheduleS(6,-). Job j is completed ife;(0,d;) > t;(p;). Processors, no matter the percentage that has been cothplete
At any time¢ there is a set of jobs available to run. Denote One question is why the simple priority rule of is chosen
this set by Avail. Job j is in Awail if and only if it is over another priority rule that takes into account the edps
released on or before (¢ > a;), its deadline has not beentime? One of the biggest problems in designing a prioritg rul
exceedede(7 (0 t)+d —t > t7(p;)), and it has not completed for our setting is that there is no connection between th& job
(e; (0,t) < t*(p;)). From Avail, jobs are scheduled to executevalue and the job’s dimensions. Furthermore, if we accoont f
att in non-increasing order of value (Alg. 1 line 5-13). The&lapsed time, we cannot guaranfegV; > max;, a useful
highest value jobs are extracted frotmail, one by one (line 6 property for our scheduling objective.

of Alg. 1). Ties are broken by lower job index. This continues The paymentgl(é),rg(é), .. mn(é) are computed using
until a job is found that cannot be executed due to lack éflg. 2. The payments take the form of the so caltzdical
processors. The algorithm then scans the available jobthéor paymentd6]: user j pays zero if her job does not complete
highest value jobs which fit on the remaining free processdrtsj(é,dj) < t3(p;)); otherwise, she pays the minimum value
(Alg. 1 line 14-22). Line 15 of Alg. 1 returns if a job cannot 113 that allows her job to complete by its deadline. Since the job
be found to execute on the remaining free processors. Jobs campletes when declareg, we haved’ < ©;. The payment




TABLE I: Declared job types. payment of job 2 isry = 10 (i.e., the minimum value that

i a [d; [ 5 |9 allows the completion of job 2 by the deadline). Job 2 obtains
T 040 100 5 a utility of uy = —ry + 02 = —10+ 4 = —6. Similarly, we

21 4 ]25| 36 | 4 can show that misreporting the other parameters would lead t

i TS = e reduced utility. Job 2 would not have incentives to misrépor
5122|351 36 | 5 its parameters to the scheduler, since the mechanism that is

used by the scheduler is incentive compatible (the proof of
incentive-compatibility is provided in the next section).
These mechanism can be implementedvaelg using a
simple ordered list. When jobs arrive, they are inserted tinéo
o . list in non-increasing order of declared value. Each ingert
In certain C|rcu.mstances it YVOU|d be advantageous to caenpy stsO(n) in the worst case. The two inner loops of Alg. 1
the payments- in batch, Ofﬂ'.ne' ) are implemented with a single scan of the list from front to
The following example illustrates the execution of thg,qy Again, this require©)(n). The total cost forn jobs
mechanism. Consider scheduling the five jobs with dedar%dthenO(n?). Alg. 2 can be implemented using Alg. 1 by
types given in Tab. | on a system defined by = 16 and gaqyentially setting the value of each jghto the value of

¢ = 1. Job 1 arrives first and is allocated ten processofigye jobs with lesser value. Therefore, theiveamechanism
Job 2 arrives at time 4 and requires six processors. The jﬁ’]‘?plementation runs in worst case tintgn?).

begins executing immediately since there are six unassigne |, the next section, we show that MPJS is an incentive com-

processors. Job 3 then arrives. This job needs eight pra&essyatiple mechanism and that it satisfies individual ratiipal
but all processors are accounted for. Since job 3 is declared

value greater than the executing jobs, preemption occurs. T VI. MPJS MECHANISM'S PROPERTIES
scheduler then allocates jobs to processors in non-ina@as |, this section we study the properties of MPJS. We first

order of declared value. This results in job 2 and job 3 beingye that MPJS is incentive compatible. To prove this, v fir

selected for execution. Even though> 05, job 2 is selected gho that the schedul§(d, -) obtained by MPJS is monotone.
over job 1 because the number of available processors (8) is

less than the number needed for job 1 (10). Job 2 is preempfe&finition 3 (Monotonicity) A scheduleS(6,-) is monotone
at time 10 when job 4 arrives. Job 3 completes at time 20 alld¥/ = 1,2,...,n andVf_; € ©_;,
job 2 resumes execution until job 5 arrives at time 22. Job 2
is preempted and suspended in favor of executing job 5, since
job 5 has a greater value than job 2. Job 4 completes at tithen
25. At this point job 1 resumes execution. Job 5 completes at ej((é_j, (@}, d}p}@})) d) > £5 (),
time 33 and job 1 completes at time 39. Job 2 never completes. . .

The payments are assigned as follows. Job 2 does M#t€r€d; < a;, dj > d;, p; < p;, and v > v;.
complete, thusys = 0. If either job 3 or job 4 declares a value ¢ 5 monotoneS(é, ) schedules jolj with a “constrained”

less than 5 job 1 would never be preempted and 3 and 4 wo%e, it must also schedule jopwith a “relaxed” type. We

never be selected. This results in a payment:p& 74 = 5. ghow thatS (4, -) obtained by MPJS is monotone. The com-

Job 5 pays's = 4 because if less job 2 would resume in itgination of S(4,-) being monotone and the critical payments
place and it would never complete. Finally, = 0 since job 1 guarantee that MPJS is incentive compatible [7].
would complete if declared a value of zero. The users obtainTg prove monotonicity, we first show that by relaxing

the following utilities:u, =5-0 = 5,us = 0,u3 =10-5=5, 46 jolys arrival time or deadline the job is still scheduled

ug =10-5 =5, andus = 5-4 = 1. Then, we prove that by decreasing the amount of processing
Let's examine the case of user 2 misreporting the value gfne it requires the job is still scheduled. Finally, we peov

its job. That is job 2 is declared a valig = 12 > v2 = 4. A that increasing the value of the job it does not harm the

discussed above job 1 is scheduled first and then at time 4 jeb's schedulability. Combining these three results wevero

2 is scheduled on 6 processors. Job 3 arrives at time 5. Tis j@onotonicity.

needs 8 processors, but not enough processors are availablgve begin the proof of monotonicity by showing that re-

Since job 3 is declared a value greater than the executirgy joRixing job j's arrival time or deadline does not impact its
preemption occurs. Job 3 is scheduled on 8 processors anddeRedulability.

2 is continuing its execution on 6 processors. At time 10 job 4 . A v
arrives. Job 4 does not preempt any of the jobs since it does h§mma 1. The following holds for schedul§(6,-): vj =
have a value greater than the jobs that are currently schdduls 2, ---,nandvo_; € ©_;, if

(job 2 and 3). Job 2 completes execution at time 15. We are IR AN AR

now able to compute the payment for job 2. If job 2 is declared €i((0—5 (8. d;. b5 25) dg) 2 t5(B)

a value less than 10, it would not have been able to compléhen . R .

its execution, since job 4 would have preempted it. Thus, the e;((0—;, (@}, d}, by, 05),d5) > 5(Dy),

r;(f) can be computed at any time> d; when all other
jobs that overlap withy’s time window (a;, d;] are known.

ej((é—ja (djadjvﬁjaﬁj))7 j) > t;(ﬁj)



whered; < a; andd; > d;. Theorem 1. ScheduleS(, -) obtained by MPJS is monotone.

Proof: Assume for contradiction that joh completes Proof: Assume that jobj completes when declared

when declared); = (@, d;,p;, ;) but not when declared 6; = (a;,d;,;,9;) but not whend;, = (a},d, 7o),
0 = (a},d’;,p;,v;), wheread; < a; andd’; > d;. The change where o <y, d;- > Cij, P, < pj, and ¥ > ;.
gffects when jog becomes avallab'le fq'r execut!qn and placegy Lem. 1, ej((é,j7 (dj,dj,ﬁj,@j)), ng) > ()
in the setAvail in Alg. 1. The availability conditions > a; implies e-((é,- @ d'p; ;) J/}) > £ (p;)
ande;(0,t) + d; —t > 1 are affected such that the former .= _ S A - I+
TN - e 5 = 1,2,...,n and V0_; € ©O_,. By Lem. 2,
condition is true earlier and the latter condition is truéefa el @ d o), d') J S ;*(A') implies
when jobj is declared with a typ€’ instead of);. The change .=/ 5 A{’sz’ I o 13\ P
of type does not affect when the job is selected to execute @é(0—i: (@;, ;. 75, 0;)),d;) = t5(p;). Finally by Lem. 3,
this is based ori;. Since job; with type 6; is completed in €;((6—;, (@}, d},p},05)), d5) > tx(p;)  implies
the shorter time window, job with type§’ will also complete, €;((0—;, (@}, d}, p},9})), d;) > ¢;(p;). Therefore, job j
thus, contradicting our assumption. m  with type 6 will complete if it completes when its declared
Next, we show that decreasing the amount of processifigpe iséj. ™
time does not damage schedulability. We have proved thas(d,-) is monotone. Using this and
Lemma 2. The following holds for scheduls(,-): vj = the following theorem from [7], we prove that MPJS satisfies

1,2,...,nandV0_; € ©_, if incentive compatibility.
ei(O_i, (a;,d;, pi,05)),d;) > t5(pi Theorem 2. A mechanism is incentive compatible if and only
363 (85, d5. 25, 23)). d5) 2 5 (05) if: (1) The scheduling algorithm is monotone, and (2) the

then . . payments are critical payments.
e;j((0—j, (a;,d;, 0}, 05)),dj) > t5(p}),

wherep’, < p;.

s~

E

0
0
0
0

Theorem 3. MPJS is an incentive-compatible mechanism.

Proof: This follows directly from Thm. 1 and Thm. 2m
We have shown that MPJS is an incentive compatible mech-
anism. Next, we show that it satisfies individual rationalit

Proof: Assume for contradiction that joh completes
when declared); = (a;,d;,p;, ;) but not when declared
0% = (a;,d;, pj;,0;), wherep; §A p;. The change affects the _ S _
second availability condition; (¢, t) + d; — ¢ > ¢ (). This Theorem 4. Mechanism MPJS is individually rational.

condition will be true later for the latter type a$(p;) < Proof: Let job j have true typd, = (a;,d;, p;,v;). If job

t3(p;). Second, the Iatter type reguires fewer processors aﬁgoes not complete by its deadline, theri(6_;,6;) = 0 and

thus, can be executed in situations where the former type((éi, 9,)) = 0. For this case;’s utility u_((éji_ 9,),0,) =

cannot. By assumption jop with the former type completes. jr}((éj_"jel)) 4 V»((é; 6.) = 0. If job ; con%létésj then

Thus, jobj with the latter type must complete, acontradictionvl(J(é 439’)'7 — Y ané’r(](é 0) < v This im,plies
J\\Y=5Y5) — Y5 —J Y = Y

Lastly, we show that increasing the values does not hattpl(0=3:03),0;) > 0. Therefore, u;((0;,0;),0;) > 0,

schedulability proving that MPJS is individually rational. ]

' A We next perform a competitive analysis on MPI3m-
Lemma 3. The following holds for schedul§(6,-): Vj = petitive analysisconsiders the worst case performance of an
1,2,...,nandVvl_; € ©_;, if online algorithm to an optimal offline algorithm that sees

A N5 5 ./ n the sequence of inputs in advance. A typical analysis has an
¢5((0—j (@5, d;. 95, %;)), di) = t5(P5), “adversary” choosing the inputs to make the performance as
then R R poor as possible. We say that an algorithne isompetitive if

e; ((0—;, (dj,dj,f)j,ﬁ})),dj) > t3(ps), the ratio between the performance of the online algorithm to

s the offline algorithm isl/c, wherec > 1 is a constant.
Wherevj > ;.

Theorem 5. The competitive ratio of MPJS is at least,

Proof: Assume for contradiction that joh completes wherem > 2, when all jobs arrive at time zero.

when declaredd; = (a;,d;,p;, o;) but not when declared

9;- = (dj,&j,ﬁj,ﬁé), where o > ©;. The schedulesS(d, -) Proof: Considerm + 1 jobs. Job 1's processing time,

executes jobs in non-increasing order of declared valuejJodeadline, and value arg; = em?, d; = (2m — 1)¢, and

with the latter type will be earlier in this order than when; = v, respectively. For each jobh, p; = ¢, d; = ¢ and

declared the former type. Because of this, jplbwith the v; = v —¢, wherej = 2,3,...,m+1 ande > 0 is small.

latter type has a better chance of being executed. Since }PJS schedules jobh on m processors fo(2m — 1) time

j completes when its type i&;, it will also complete when units. Jobs2,3,...,m + 1 miss their deadline. The offline

its type isé;, thus, contradicting our assumption. m scheduler allocates jol%s3,...,m+ 1 a single processor for
We prove that MPJS is monotone by combining the abovetime units. The schedule computed by MPJS has a value of

three lemmas. v, while the offline variant obtains a value of(v — €). The



competitive ratio is then at least. m u;, for the nine cases. As we expected, case (1) in which user
j is truthful results in utility at least as great as the other
VII. EXPERIMENTAL RESULTS cases. She pay392 units and earnf08 units of utility. In
We study by simulation the MPJS mechanism. The singase (2), the user reports > v; but she pays the same as

ulation was conducted using software written specificalij) case (1) due to the properties of critical payments. The

for the purpose of modeling the mechanism using Ruby,uger in case (3) declarés = r;(0) and, again due to critical

general purpose object-oriented programming languagikign payments, she pays the same as she did in case (1). Her job

simulation we investigate the effects of misreports on ti#oes not complete in case (4) as she declared< ;(6).

scheduling of 50 parallel jobs:(= 50) on a parallel computer Therefore,r; = 0 andu; = 0. In case (5) usej pays11.7%

comprising 64 identical processors: (= 64) andc = 1.0. more because she reports a larger jpp> p;, that is more
The true values for the jobs were generated as follows. F@ifficult to schedule. Consequently, the larger paymenticed
each jobj, j = 1,2,...,50, we uniformly dran;nin, the her utility by 22.1%. In case (6), she declares that her job is

number of processors that minimizes the execution timen frosmaller than what it actually is. The system believes that th
the set{16,17,...,48}. Then, we sep; = m;,nin(m;nin +1), job completes, but the job does not actually finish due to the
which gives an execution time af = 2 x mz,nin on m;,nin !ack of prqc_essing time_. The_u_ser paist units but her payoff
processors. The arrival time; is randomly drawn from IS Zero, giving a negative utility. The user declares aniearl
the uniform distribution on the sef0,1,...,2000}. Then, deadlinein case (7). Again, this makes the job more diffiult
the deadline isd; = a; + p;t;, Where p; is drawn from schedule; therefore, the user payis7% more, which reduces
the uniform distribution on the intervall,5). Finally, we her utility by 22.1%. In case (8), the job is held beyond its
randomly drawv; from the set{100,101,...,1000}. After actual deadline. Since the user does not earn a payoff, she
generating the values, we ran the mechanism with all joB¥periences a loss. In the final case, case (9), the usertsepor
reporting truthfully and then selected a job that completedi  @n arrival timea; > a;. This makes the job more difficult to

a positive payment, and earned a positive utility. Withassl Schedule, which increases her paymentlBy3%.

of generality, let us label this job gs The true type for this ~We now consider the effects of misreports on the overall
job is 8; = (932, 1320, 1560, 600). The minimum completion system utility. Incentive compatibility does not guaranthat
time is achieved Whem;nin — 39 processors are assigned téhe sum of the utilities is maximized when all users are
it. In the following study, usey (the owner of jobj) attempts truthful. Misreports may result in increasing or decregsiine

various misreports. sum and the actual effect cannot be precisely predicted. The
We consider nine cases from the perspective of ys@he Sum of payments and the sum of utilities are given in Fig. 3. In
cases are: the truthful case, 38 out of the 50 jobs complete. In case (2),

the same 38 jobs complete, but the higher value report gesult
in two jobs paying more. The opposite happens in case (3),
with three jobs paying less than they do in the truthful case.
In case (4), 37 of the 38 jobs from case (1) complete. As we
mentioned above, jolj does not complete. Some jobs pay
more, while other jobs pay less. In case (5), 38 jobs complete
One job that fails to complete in case (1), completes, which
forces another job to be abandoned. Some jobs pay more while
. others pay less. In case (6), 37 jobs complete (jdails to

(8) User; reports(a;, d;, p;, v;), whered; > d;. complete). The jobs that conflict with jgbpay less. In case (7)

(9) U?ery reports(a;, d;, pj, v;), Wherea; > a;. o and case (8), the change in the sum was strictly due to changes
Userj’s parameters for the above cases are provided in Tab-iH-j. In the last case, 37 jobs complete. Similar to the other

We first consider the effects of usgis cheating on her cases, some jobs pay more, while others pay less.
utility and payment. Figure 2 gives the payment,and utility,

(1) Userj reports truthfully.

(2) Userj reports(a;,d;j,p;,v;), whered; > v;.

(8) Userj reports(a,,d;,p;,r;(6)), wherer;(6) is her pay-
ment when all users declare truthfully.

(4) Userj reports(a;,d;, p;, v;), whered; < r;(6).

(5) Userj reports(a;,d;,p;,v;), wherep; > p;.

(6) Userj reports(a;,d;, pj,v;), wherep; < p;.

(7) Userj reports(aj,d:j,pj,vj Whered:j < dj.

(

),
),
),
),

VIIl. RELATED WORK
A significant body of work on malleable job scheduling

TABLE II: Job j's parameters focuses on the objective of minimizing the makespan. Such
Casel| a; | d; | p; | 9 work in anoffline (batcH context includes [8]-[12]. A frame-

1 932 | 1320 1560 [ 600 work for scheduling malleable jobs on cluster of clusters

2 932 | 1320 | 1560 | 800 was presented in [13]. Their job model is perfectly malleabl

3 932 | 1320 | 1560 | 392 between a minimum and a maximum number of processors.

4 932 | 1320 | 1560 | 391 L . .

5 932 | 1320 | 1980 | 600 If fewer processors than the minimum are assigned to the job,

6 932 | 1320 | 1260 | 600 the job would fail. Any number above the maximum do not

7 932 | 1120 | 1560 | 600 achieve any further speedup. Kettimutsiual. [14] are one of

8 932 | 1450 | 1560 | 600 the few researchers to consider preemption in the scheglulin

9 || 1200 1320 | 1560 | 600 of parallel jobs. They examined the benefits of preemption to
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Fig. 2: Userj's utility, u;, and payment;. Fig. 3: Sum of payments,_ r;, and utility, > u;, for the
system.
improve response timeby preempting long running jobs to IX. CONCLUSION

execute short running jobs. Jansen and Zhang [15] considere | this work we designed MPJS, an incentive compatible
the scheduling of malleable jobs with precedence consainnechanism for the online scheduling of malleable parallel
They solved the problem in two phases. First, they selgghs. Scheduling malleable jobs requires two decisiony: (1
an allotment of processors and then th_ey schedule the JORSw many processors to assign to jobs, and (2) which jobs to
The only work that we know that considers the scheduling:hedule. These decisions may be interdependent. The mech-
of malleable jobs with deadlines is [16]. The proposed alnism assigns the number of processors to achieve minimum
gorithm _d|V|des the jOb.S into two groups by the t|ghtne_5éxecution time. It then schedules jobs in non-increasirmfgior

of deadlines. In our prior work [17], we showed that thigf their reported values. When the first job is found that does
algorithm is not monotone. Furthermore, the algorithm @innpqt it on the remaining free processors, the mechanism then
be readily adapted to the online scenarios. Imreh [18] 60 searches for the highest value jobs that fit. We show that
an algorithm to minimize the height for the online strigypjs is incentive compatible and that it satisfies individua
packing problem. This problem is identical to the problemytionality. We then show that MPJS has a competitive ratio
of scheduling perfectly malleable jobs to minimize makespays ;. Finally, we study by simulation the properties of the
Dutton and Mao [3] proposed the ECT algorithm for onling,echanism.

scheduling to minimize makespan. For each job ECT chooses=or future work, we plan to examine how this mechanism
the number of processors to minimize the job’s completigfherates in a real world setting. We also plan to re-examine

time. In followup work, Havill and Mao [4] gave an onlinepatch scheduling of rigid jobs with the goal of designing a
algorithm that allocates solely at the minimum executiometi - echanism with a better approximation ratio.

The above algorithms were not designed to tolerate manipu- ACKNOWLEDGMENTS
lation by rational gsers.As we said above,_manipullatiomsea This research was supported, in part, by the NSF grant
system degradation. We employ mechanism design theorydGE-0654014.
develop a scheduling algorithm that operates in a competiti
self-interested environment. Nisan and Ronen [19] werd-cre
ited with the development of algorithmic mechanism desigmi] J. Du and J. Y.-T. Leung, “Complexity of scheduling pagaltasks
which examines mechanism design problems in competitivg ~Systems,SIAM J. Discrete Math.vol. 2, no. 4, pp. 473-487, 1989.

. A reference on mechanism design is [5]. An ingenti [2] D. G. Feitelson and L. Rudolph, “Toward convergence ib gghedulers
settlngg. retere : g . " e for parallel supercomputers,” idob Scheduling Strategies for Parallel
compatible mechanism for batch scheduling with priorities Processing D. G. Feitelson and L. Rudolph, Eds.  Springer-Verlag,
was designed by Mutet al. [20]. Carroll and Grosu [17 1996, pp. 1-26.
desi dg fﬂ.y h [ ]f heduli iaid [ ]” [13] R. A. Dutton and W. Mao, “Online scheduling of malleableradkel
) esigned an o me_' mec a_n'sm or scheduling rgi para_e jobs,” in Proc. of the IASTED Int. Conf. on Parallel and Distributed
jobs. How the online setting changes standard mechanism Computing and Systems (PDCS '0Zp07.
design is discussed in [21]. Porter [22] proposed an ingenti [4] J- T. Havill and W. Mao, “Competitive online scheduling pérfectly

. . . . . malleable jobs with setup timesZuropean J. Oper. Resvol. 187, pp.
compatible online mechanism for the scheduling of a single 1156 1142 200s.
processor real time system. To the best of our knowledgg] N. Nisan, T. Roughgarderk. Tardos, and V. V. Vazirani, EdsAlgo-
our research is the first to consider mechanism design ang ithmic Game Theory Cambridge University, 2007. =~
. . ithin th text of schedulin arallel e [6] N. Nisan, “Introduction to mechanism design (for compgeientists),
Incentives within the contex uling p maki in Algorithmic Game TheoryN. Nisan, T. Roughgarden, E. Tardos, and

jobs. V. Vazirani, Eds. Cambridge University, 2007, pp. 209-241.
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