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Abstract—Current cloud providers use fixed-price based mech- resource allocation and pricing in clouds should be based
anisms to allocate Virtual Machine (VM) instances to their on combinatorial auctionsin combinatorial auctions [6] the
users. The fixed-price based mechanisms do not provide anpaticinants bid on combinations of discrete items rathant
efficient allocation of resources and do not maximize the revenue . S . .
of the cloud providers. A better alternative would be to use just individual !tems. These auctions .have .clear advastage
combinatorial auction-based resource allocation mechanisms. In OVver other auction types when the auctioned items are cemple
this PhD dissertation we will design, study and implement combi- mentary, that is when the auctioned items have a higher value
natoria_l auction-t_)ased mec_hanisms for effig:ient pr_ovisioning and gas a set than as separate parts. An example of complementary
allocation of VM instances in cloud computing environments. We - 55qycts are CPUs and memory. Obtaining only CPUs without
present our preliminary results consisting of three combinatorial S .
auction-based mechanisms for VM provisioning and allocation. memory has no value to the user, but pbtalnlng both CPUs.and
We also present an efficient bidding algorithm that can be used memory has value. Another example is when a cloud provider
by the cloud users to decide on how to bid for their requested offers several types of Virtual Machine (VM) instances gkar
bundles of VM instances. intermediate and small) and a user requires a combination

Index Terms—cloud computing; virtual machine allocation;  of gne large instance and three small instances in order to
mechanism design; combinatorial auctions; run her application and meet the quality of service (QoS)
requirements. Obtaining only the large instance or theethre
small instances has no value for the user, but obtaining the

Cloud computing systems provide the next computing imundle composed of one large and three small instances has
frastructure enabling users to provision remote resouimes the highest value for the user, allowing her to meet the QoS
their computational needs, eliminating the upfront codts eequirements. A major advantage of combinatorial auctions
setting up their own systems. Clouds give users the illusiaver simple auctions like first-price and second-price ianst
of an infinite computing resource available on demand afgl that bidders can express more fully their preferences.
allow them to acquire and pay for resources on a short tetitlowing the bidders to express more complex valuations
basis. Examples of cloud computing systems include bdtads to improved efficiency (i.e., the items are allocated t
commercial (e.g., Microsoft Azure [1], Amazon EC2 [2]the users who value them most) and greater revenues. In
and open source ones (e.g., Eucalyptus [3]). The resoureeent years, combinatorial auctions have been succhssful
allocation and trading mechanisms used by the current cloagplied to several problems such as selling wireless sapactr
computing systems are inefficient and inflexible due to fla ratransportation, and industrial procurement [6]. This aondi
pricing. Recently, Amazon, one of the major cloud computinigpeir power in expressing complex preferences and prayidin
providers, recognized these issues and introduced a simglficient resource allocation.
auction mechanism, called Spot Instances, for selling eshus The objective of this Ph.D. dissertatios to design, study
EC2 resources [4]. and implement combinatorial auction-based mechanisms for

We argue that the fixed price-based resource allocatiefficient provisioning and allocation of VM instances in wutb
and trading mechanisms currently in use in cloud computimgmputing environments. The central hypothesis is that all
systems do not provide an efficient allocation of resourcek acation efficiency and revenue maximization can be obtained
do not maximize the revenue of the cloud providers. A bettby inducing users to fully express and truthfully reportithe
alternative would be to use auction-based resource aibocatpreferences to the system. Thationale for our research
mechanisms. This argument is supported by the econorcthat, once efficient resource provisioning and allocatio
theory; when the auction costs are low, as is the case in tnechanisms that take into account the incentives of thesuser
context of cloud computing, auctions are especially efficieand cloud providers are developed and implemented, it will
over the fixed-price markets since products are matchedkecome more efficient to utilize cloud computing environ-
customers having the highest valuation [5]. We go a littlments for solving challenging problems in business, s&enc
bit further and argue that the most suitable mechanisms fond engineering.

I. INTRODUCTION



The problem of VM provisioning and allocation in cloudgheory and economics. We expect that the newly developed
may take different forms. The first and simplest form assumesmbinatorial auction-based VM provisioning and allogati
that the VM instances are pre-provisioned and that the numimeechanisms and their software implementation will deliver
of different types of available VM instances is fixed. In thisignificant performance and efficiency of computation incur
setting users bid for their required bundles and a combiizhto rent and future cloud computing systems. These mechanisms
auction-based mechanism determines only the allocatidn are not only intended for commercial clouds, but also for
payment and not the way the resources are provisioned. Tgrevate clouds. An organization that wants to utilize its/ate
second form assumes dynamic provisioning. In this settimipud efficiently would also require efficient provisioniagd
the combinatorial auction takes place first and based on #éocation mechanisms. By introducing virtual money and
auction outcome the mechanism decides on the provisioniagction-based mechanisms, it is possible to ensure tHat-dif
and allocation of VMs and also on the user payments. Anothemt units/departments of a large business entity use theaten
dimension that brings complexity into this problem is theomputing resources according to their requirements aed th
consideration of time. A simpler approach to incorporateeti perceived value of their work. It is worth mentioning heratth
is to run auctions at fixed intervals and allocate resourcisst reported work on auction-based allocation of commutin
for ‘one unit of time’. In this case, the users participate inesources was developed for an academic environment, where
consecutive auctions until their task is completed. A mom=n auction-based mechanism was used to allocate processor
complex model enables users to include time with their bidsme on a single computer [10]. Considering all of the above,
In this case, the system guarantees that if a user wins, she wie envision combinatorial auction-based provisioning and
be allocated the resources for the entire period she regfliestllocation mechanisms as an integral part of future cloud
Our aim is to solve all the above problems and have a completamputing systems. The potential impact of our research is a
research on VM provisioning and allocation in clouds usingeduction in the waste of computational resources and gnerg
combinatorial auction-based mechanisms. This will enablein these organizations.
cloud provider to choose one or more mechanisms from theOur research fits within the area of economics of Cloud
set of the proposed efficient mechanisms based on theimsyseomputing which is highly relevant to the CCGrid audience.
requirement and service goals. In fact, past CCGrid conferences had at least one session
dedicated to the economics of clouds and grids and several
researchers in this area are regular CCGrid participants.

The existing cloud resource allocation and trading is based
on a fixed-price model which does not lead to efficient resourc
allocation and does not provide incentives to the users toThe use of auctions in computing dates back to 1968
decrease the use of resources during heavily loaded perioglsen Sutherland [10] proposed allocating the processag tim
The fundamental issue is the lack of mechanisms that takea single computer via auctions. Gagliano [11] also in-
into account the users incentives and allow them to fullyestigated allocating computing resources through anstio
express their preferences. Mechanism design [7], a subfigllere the tasks themselves are provided enough inteligenc
of game theory, addresses the problem of how to desigrtca calculate the bid that is necessary to get the required
system (via price incentives and payments) to induce disimesources. Recently, researchers investigated econooadels
agent behavior and achieve system-wide goals. Mechanifmn resource allocation in computational grids. Wolski
design and auction theory have been applied in a variety [12] compared commodities markets and auctions in grids
of different contexts such as web caching, task allocatioim, terms of price stability and market equilibrium. Gomdiuc
and internet routing [8]. As a compelling example, over thaend Schroeder [13] simulated the double auction protoaol fo
period from 1993 to 1997, the FCC used mechanism desiggsource allocation in grids and showed that it outperfdimes
techniques to design spectrum auctions which yielded $28nventional round-robin approach. Das and Grosu [14] pro-
billion in winning bids [9]. Previous spectrum auctions ar@osed a combinatorial auction-based protocol for resoakce
estimated to have lead to speculation and loss of valuationl@cation in grids. They considered a model where differeit g
hundreds of millions of dollars. Thus, mechanism design apdoviders can provide different types of computing resesrc
auction theory have had an enormous impact on the allocatién ‘external auctioneer’ collects these information abthe
of traditional resources and we anticipate that they willeharesources and runs a combinatorial auction-based altocati
the same impact on the allocation of computational ressuraeechanism where users participate by requesting bundles of
as well. resources. The major difference between the present watk an

Our dissertation research is significant because it is dke one presented in [14] is that we are considering allooati
pected to facilitate efficient execution of applicationscloud of VM instances of a single cloud provider whereas in [14, th
computing environments by providing resource allocatind a authors considered the problem of allocating differenesypf
trading mechanisms that maximize the revenue of the cloptysical resources from multiple grid providers.
providers and reduce the waste of energy and computationaCurrently researchers are investigating the economiccéspe
resources. The proposed research is multidisciplinaayyithg of cloud computing from different points of view. Wareg
on theories from computer and information sciences, garak [15] studied different economic and system implications

Il. SIGNIFICANCE OF OUR RESEARCH

IIl. RELATED WORK



of pricing resources in clouds. Altmarat al. [16] proposed a  The bids are submitted to a combinatorial auction-based
marketplace for resources where the allocation and prigieg mechanism that runs periodically. The mechanism computes
determined using an exchange market of computing resauraesset of winnersi¥ from the users and a paymept for

In this exchange, the service providers and the users betlich user. The goal of an efficient mechanism is to maxi-
express their ask and bid prices and matching pairs améze the sum of the valuations of the winning bidders, i.e.,
granted the allocation and removed from the system. In [17hax Zj:ujew v; while satisfying the resource availability

a testbed for cloud services was designed to be able to teshstraints. The utility of a winning bidder is; — p;, i.e.,
different mechanisms on clouds. The authors deployed tthee value she gets by winning her bundle minus the amount
exchange mechanism described in [16] on this platform. Vae pays for it. The utility of a losing bidder is zero. The
are considering combinatorial auction mechanisms instéadallocation mechanism must leuthful, that is, the utility of

an exchange in our research. In this case, the cloud pravidaruser is maximized only when she reports her true valuation
need not express any valuations of the items (or ask prices).to the mechanism. This is an important feature that will
Also, combinatorial auctions are more useful in the clougrevent users from manipulating the mechanism since users
computing context since usually users require a particulaill not have incentives to submit bids that do no represent
bundle of resources in order to run their applications. their true required bundle and its true valuation.

The tool CloudCmp [18] was developed to assist usersymap is an NP-hard problem, therefore we devised two
choose the appropriate service providers based on thesusggmbinatorial auction-based approximation mechanisms  to
requirements. Buyyat al. [19] proposed an infrastructure ofggye jt. We called the first mechanism CA-GREEDY, since it
federated clouds for auction-based resource allocationsac g pased on a greedy approach to solve VMAP. CA-GREEDY
multiple clouds. Researchers also investigated whetlwerdc! oytends the mechanism proposed by Lehmanal. [22] so
solutions are economically feasible for all kinds of conpgit that it can solve VMAP. CA-GREEDY orders the user bids
need;. Walkeet .a.I. [20] proposed_a model to determine theyccording to their ‘bid density’, which is the ratie; / /7,
benefits of acquiring storage services from clouds. wherev; is useru;'s reported valuation and; is the total

A detailed survey on combinatorial auctions can be fourWeight of the bundle requested hy (i.e.,s; = >, wird).
in [21]. The book by Cramtoret al. [6] provides good caA.GREEDY then allocates VM instances according to this
foundational knowledge on this topic. Lehmaen al. [22] ~ oder, as long as enough resources are available. The mech-
studied combinatorial auctions with single-minded biddeknism determines the paymepy that a winneru; needs to
and devised a greedy mechanism for combinatorial auctio%y by multiplying ,/s; with the highest bid density among
In our thesis, we extend this mechanism in order to solyge loosing players who would win ifi; would not be a
the VM allocation and pricing in clouds problem. Archerr \inner. we proved that CA-GREEDY isvdM -approximation
al. [23] considered another case of single-minded biddeg§|ytion to VMAP, wherel/ is the total computing power of
where multiple identical copies are available for diffdrgmes 5| the VMs, expressed as the sum of their weights. We also
of items. They provided a mixed integer programming bas?ﬂ'oved that it is a truthful mechanism.

algorithm for winner determination and showed theorelycal . .
that their solution performs better than generalized gwist . The 'second meCh"’.m'Sm we designed to _solve_ VMAP
s.. called CA-LP, which is based on a mixed integer

for this special case. We extend this mechanism such that it

can be used to solve the VM allocation and pricing probleﬁ{ogr?mgmg;ﬁased ippfoaCh- e dgsb'grfd th'ls ;ngeqhamsm
we consider in our thesis. y extending the mechanism proposed by Arogteal. [23] in

order to solve VMAP. This mechanism computes the allocation

IV. RESEARCHACCOMPLISHMENTS by solving the linear prograr‘nmaxZ;‘:1 xjv;, subject to

. . . ; n j r . i
In this section, we present our research accompllshmeﬁﬂs doj—1 iy < kjyio= 1,...,m; and (i)) 0 < T <
over the last two years. 1,j =1,...,n. Here,z; = 1 means that user; wins her

In our paper presented at IEEE CloudCom 2010 [24], w!ndle, whilez; = 0 means that useu; is a loser. Then,
formulated the Virtual Machine Allocation Problem (VMAP)the mechanism employs randomized rounding where user
and designed two combinatorial auction-based mechanismd$ Selected as a winner with probabiligy;, if this allocation
solve it. This paper received the IEEE CloudCom 2010 Be4€s not violate any constraint. This operation is execited
Student Paper Award. VMAP assumes pre-provisioned VRfder of decreasing; so that if there is a violation in the
instances. In this model the cloud provider offersdifferent C€onstraints, the user assigned a lowgtis not included in the
types of VM instances/’ M, ...,V M,, whose computing SEt of.vx'/lnnersW. The payment is determlned.by computing
power is characterized by ‘weights:, . .. , w,,. There arek; th_e minimum yaluatlon of each winners at which they would
instances of typ& M; available for allocation and users who Win their bid given that the corresponding's do not change.
request bundles of VM instances through ‘bids’ submitted to¥Ve Proved that CA-LP is truthful in expectation.
combinatorial auction-based mechanism. The bid submiiiyed We performed extensive simulation experiments to compare

useru; is denoted byB; = (rd,...,rd, v;), wherer] is the CA-LP and CA-GREEDY with a fixed price-based mechanism

number ofVM; instances requested angl is the maximum called FIXED-PRICE, which allocates VM instances on a first-
amount usemn; wants to pay for the bundle. come first-served basis and charges a predetermined price fo
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Fig. 1. Overall performance of the mechanisms Fig. 2. Effect of valuation ranges on revenue

them. Our results showed that CA-LP performs the best amog=E CloudCom 2011 [25] and a poster presented at USENIX
the three mechanisms. It allows the completion of 40% MoggtCloud’'11 [26] we considered a dynamic provisioning
jobs than the FIXED-PRICE mechanism for the same set gétting. We defined the Dynamic Virtual Machine Provisignin
users and jobs. CA-LP also generates more than twice the rg4g Allocation Problem (DVMPA) and designed a combina-
enue generated by FIXED-PRICE and utilizes better the cloystial auction-based provisioning and allocation meckani
resources. On the other hand, CA-GREEDY slightly exceegs solve it. DVMPA assumes that the VM instances are
the percentage of completed jobs, generates about 90% mgigvisioned dynamically based on the combinatorial auctio
revenue, and achieve a 68% increase in utilization compaiggtcome, so that more resources can be allocated efficiently
to FIXED-PRICE. CA-GREEDY has a lower execution time e assume that the total weight of the available computing
than that of CA-LP, and thus, we recommend it for genergdsources is\/, which is equal to)M instances of VMs of
purpose VM allocation in clouds. unit weight. We also assume that the costs incurred for an
In Figure 1, we show the performance of the three mechgie and running VM instance of unit weight per an auction
nisms. To show different metrics in one plot, the length qhterval arec; andcp, respectively. As before, there areVM
the horizontal bars are normalized to the highest value ti{/besVMl, ...,V M,, andn users submitting their bids for
each category. We see that FIXED-PRICE and CA-GREEDYndles of VM instances. The mechanism needs to compute

serve (i.e., complete the task of) more than 5.5% useffe allocation and payment and also determine the vector
while, CA-LP serves 8% of the users. Both CA-GREEDY angb ..., km, which is the number of each type of VM instances

CA-LP perform significantly better in terms of revenue anghat needs to be provisioned.

resource utilization. There are several reasons that ntake t Adding the cost parameters leads to determining the profit

CA-based mechanisms perform better. First, they allocade &f the provider as follows.

price resources based on the market demand, whereas FIXED-

PRICE allocates resources only when the bid is greater than " ~ ~

the set price. FIXED-PRICE under-utilizes the resourceswh £ = Z TiPj — CR Z wjs; —er | M — Z T58;

demand is low and it cannot obtain higher revenue when there =1 5=l =t

is a high demand of resources. Another reason behind the iHere, the first term is the total revenue collected from the

sults are the selection of winners: FIXED-PRICE allocates didders. The second term represents the cost incurred from

a first-come first-served basis while CA-mechanisms allocahe VM instances allocated to users and the third term is the

based on the perceived value of the bids. Therefore, the Céost due to the idle computing resources. The objectiveef th

mechanisms are able to select to serve users such thatrfeehanism is to maximize the profit subject to the resource

revenue obtained by the cloud provider is increased. We cawvailability constraints.

see a reflection of this fact in Figure 2, where we show the DVMPA is also an NP-hard problem, for which we again

revenue generated by the mechanisms for different rangescohsidered the design of an approximation mechanism. The

user valuations. The horizontal axis shows the lower an@uppnechanism is an extended version of CA-GREEDY, which we

limit of valuations and the vertical axis shows the revenumll CA-PROVISION. CA-PROVISION computes bid density

generated by each mechanism. We observe two trends hefeeach useru; asv;/s;, wheres; is the total weight of

First, for all ranges, CA-mechanisms generated about twittee requested bundle. It then allocates bundles according t

the revenue generated by FIXED-PRICE. And while the CAhe sorted order of bid density until all the resources are

mechanisms’ revenue grows almost proportionally to theeuppexhausted. The payment of a winning bidder is calculated as i

limits of valuations, FIXED-PRICE cannot maintain this. CA-GREEDY. Finally, the mechanism provisions the resosirce
The above-mentioned mechanisms consider the VM imto the number of VM instances that are determined by the

stances to be pre-provisioned, i.e., the number of differesilocation algorithm.

types of VM instances are predetermined. Also, they did notWe proved that CA-PROVISION is a truthful mechanism.

consider the costs of running the VMs. In a paper presentedSatce we already showed in [24] that the combinatorial
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[ty = become a challenge for successful implementation of com-
] binatorial auction-based mechanisms in clouds. In a paper
presented at IEEE CLOUD 2011 [28] we introduced an
efficient bidding strategy (EBS) for allocating VM instasce
for malleable parallel jobs in clouds. The goal of EBS is to

Average profit per processt

] generate bids for combinatorial auctions so that the wtilit
L, I I I I of the user is maximized. Since the mechanisms we devised
S B, T Ty, e e Y, are truthful, the task of EBS is to generate a truthful bid
o Ry Ba, v 0 ey e Yy T Ty considering the job, the system parameters, and the users’
ko e (rrmaizd ) preferences.

Malleable applications are parallel jobs that can run on
any number of processors [29]. However, the speedup of a
malleable job is not linear with the number of processors due
to parallelization overhead. Havill and Mao [29] modeled th
auction-based mechanisms perform better than the fixe8-praxecution time of a malleable job using the ‘setup time’ as
mechanisms, we only compared CA-PROVISION with CAthe only overhead of parallelization. We extended that rhode
GREEDY in this work. We used traces from the Parallghcorporating the overhead associated with the distidiputi
Workloads Archive [27] to drive the simulations. Our resultgf input data and communication overhead, which may vary
indicate that CA-PROVISION increases the revenue of thgtween applications. From the parallel execution time we
cloud provider for all workload traces. In terms of profit, CAdetermine the speedup, which is the basis for computing the
PROVISION generates higher profit for workload traces thggjyation in EBS.
have higher volume of jobs per unit time. For workloads with BS works as follows. It first finds the optimal number of
low job rates, CA-PROVISION generates higher profit for hajfocessors needed to execute the job using the model pedsent
the workloads and CA-GREEDY generates higher profit fop [29]. It then calculates the best possible bundle of VMs
the others. Most importantly, CA-PROVISION significantlycontaining this optimal number of processors. Next, our new
?mproves the resource utilization and the number of completpara||e| malleable job speedup model is used to calculae th
jobs. actual speedup. If the valuation associated with the coetput

In Figure 3, we show the resource utilization for differenépeedup exceeds the budget, the bundle of VM instances is
workloads by both CA-GREEDY and CA-PROVISION. Theadjusted as follows. Since running the job on VM instances
horizontal axis shows the workloads ordered by their nogith more processors can be expensive, we replace a ‘bigger’
malized load, which measures the relative load with respegt! with an equivalent number of ‘smaller VMs until the
to available resources. We see that CA-PROVISION alwayssulting valuation falls within the budget range. If thiepess
utilizes significantly more resources than CA-GREEDY fofails to produce a feasible bid, we decrease the number of
all workloads. Especially, CA-PROVISION utilizes almost aprocessors and start from creating the best bundle for the
twice as many resources as CA-GREEDY for both cases wiifpdated number of processors. Finally, either the bestlbund
very high and very low demands. This is due to the dynamigithin the budget is generated, or the user does not paatiip
provisioning approach, which provisions resources based i@ the mechanism at all.
the pattern of the demands. On the other hand, we see inWe performed simulation experiments to compare EBS with
Figure 4 that CA-PROVISION generates higher profit for high naive bidding strategy. Results show that the averagéyutil
demand scenarios. For the other workloads, CA-GREEDYf users bidding using EBS far exceeds that achieved by users
often achieves higher profit when the demand matches #éplying the naive strategy. In Figure 5 we show the average
supply. utility received by the strategic and naive bidders whery the

Bidding in a combinatorial auction is complex and maparticipate in the same auctions. The results show that in

Fig. 4. Average profit per processor-hour vs. normalized load



the presence of both types of users (naive and EBS), usgr$ N. Nisan, T. Roughgarden, E. Tardos, and V. V. Vaziraklgorithmic
employing EBS for their bids gain higher utility than thevei
users. On the other hand, the naive users are getting negat[\SI]
utility on average, because they fail to generate truthid a
efficient bids for their intended tasks.

The advantage of EBS is that it takes into account thég]
speedup when calculating the valuation, which is a natural

thing to do for a user executing parallel jobs. EBS findd°l
the best bundle within the given budget and reports the trye,

valuation to the mechanism. Since the combinatorial anetio
based mechanisms we used are truthful, EBS guarantees thatPp- 88-102, 1995.
the users will maximize their utilities by employing it in
determining their bids.

In order to complete our thesis, we will conduct researghy;
on more dynamic models than the ones we considered so far.

(23]

V. FUTURE WORK

Game Theory Cambridge University Press, 2007.

J. Feigenbaum and S. Shenker, “Distributed algorithmicclmaaism
design: Recent results and future directions,’Piroc. of the 6th ACM
Workshop on Discrete Algorithms and Methods for Mobile Cating

and CommunicationsSeptember 2002, pp. 1-13.

“The FCC report to congress on spectrum auctions,” Feddeommuni-
cations Commission: Wireless Telecommunications Bureau,. RRep.,

1997.

I. E. Sutherland, “A futures market in computer tim€bmmunications
of the ACM vol. 11, no. 6, pp. 449-451, 1968.

R. A. Gagliano, M. D. Fraser, and M. E. Schaefer, “Auntiallocation
of computing resourcesCommunications of the ACMol. 38, no. 6,

12] R. Wolski, J. S. Plank, J. Brevik, and T. Bryan, “Analggimarket-based

We will consider incorporating time into the user bids sat tha

a user can also specify the time for which she needs the \{M;
bundle. We plan to design truthful mechanisms to solve the
problem in this new setting. Another direction of our futur

research is towards dynamic provisioning of VMs where the

16]

users request the configurations based on their specificneed
That is, users can specify their needed types of VMs insteﬁg]
of choosing among the types of VM instances offered by the
cloud provider. This will be a very hard problem to solve,

but it will provide a more general and more dynamic way t
allocate and provision the VM instances. Finally, we woul

B

like to address the bidding strategies of the users for each

different types of combinatorial auction-based mechasigm

design.

There are several challenges that we need to overcome in

(19]

order to complete the above mentioned research. First of &P}
we know that all the models that we will consider will leagyy;
to NP-hard problems. Therefore, we need to find approximate

solutions for determining the allocation and provisioniiog

[22]

each of the new settings. Finally, we must ensure that the
mechanisms we design are truthful, which is difficult td3]
achieve when employing approximate solutions.
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